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Executive Summary 
 

This report covers activities carried out in Task 5.4, titled "Blockchain & Smart Contracts with 

IPFS support for Regularity and Progress Monitoring," part of WP5 in the RAIDO project. It 

describes a monitoring system built on blockchain technology designed to log key stages of 

the RAIDO AI and data refinement process. While doing so, it anchors each recorded event 

to auditable proof stored outside the chain. Because of this design, tracking results tied to 

critical phases in the workflow becomes possible. Throughout, transparency remains central, 

enabling verification without relying solely on internal logs. 

Although built on Hyperledger Fabric, the design keeps blockchain functions minimal - focused 

only on verification and tracking. Instead of replacing existing systems like workflow tools or 

data warehouses, it adds a thin layer of accountability. Smart contracts manage rules, while a 

token structure similar to ERC-721 handles ownership records. Off-chain components store 

bulk files using IPFS via Pinata, preserving performance. What lives on-chain are small, 

essential markers: status updates, timestamps, action logs, checks completed, and fixed links 

to external content. Through a REST-enabled interface, clients interact without needing deep 

integration. 

This output outlines the technology reasoning behind the design, followed by how the 

prototype advanced toward a working model. A final system structure emerged through 

iterative testing, guiding how smart contracts were coded into the framework. Connection to 

external systems happened via a REST-based interface layer, shaping interactions beyond 

the core network. Deployment relied on a scalable infrastructure pattern suited for distributed 

environments. Initial performance checks examined real-world transaction flows across key 

stages of data handling. Testing tools included Hyperledger Caliper for measuring operation 

speed, while Prometheus fed live metrics into Grafana displays for visual tracking. All critical 

functions ran without failure during trials. Transaction rates proved sufficient for periodic status 

updates, retrieval tasks completed rapidly, and computing demands stayed within predictable 

limits throughout runs. 

Overall, D5.3 demonstrates that the RAIDO blockchain/IPFS component can provide a 

tamper-evident, organisation-aware and auditable monitoring mechanism for AI optimisation 

processes, while remaining compatible with the project objective of energy-efficient and 

practical deployment. 
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1. Introduction 
 

RAIDO aims to support the development of trustworthy and green AI by improving how data 

are curated, enriched, stored, selected and used for AI model optimisation. In such a pipeline, 

the technical outputs of the different components are not limited to final models. They also 

include intermediate datasets, synthetic data artefacts, quality metrics, training or optimisation 

evidence, validation results, and decisions about whether a model or dataset can progress to 

the next stage of its lifecycle. 

Task 5.4 addresses the need to make this process traceable and auditable. The central 

challenge is to provide a common record of selected workflow events across a multi-

organisation project environment without storing sensitive or large artefacts directly on a 

blockchain. This is particularly important for RAIDO because the platform combines data 

enrichment, model optimisation, explainability, benchmarking, resource management and 

pilot-specific deployment activities. 

The approach adopted in this deliverable is to use a permissioned blockchain as a trust anchor 

and IPFS as an off-chain evidence layer. The blockchain records lifecycle-relevant events and 

validation results, while IPFS stores the detailed artefacts and returns content identifiers that 

can be anchored on-chain. This combination provides traceability, integrity and auditability 

while keeping the monitoring layer lightweight. 

The remainder of this deliverable first clarifies the terminology and GA requirements that 

shape D5.3. It then defines the scope, objectives, interfaces, requirements and KPIs of the 

monitoring framework. The following sections present the selected background technologies, 

the Hyperledger Fabric implementation, the proof-of-concept stage, the final architecture, the 

smart contract and API implementation, the deployment model, the operational evaluation and 

the future work needed for wider integration with the RAIDO platform and pilots. 
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2. Definitions, Clarifications and Commission Requirements 
 
The Grant Agreement defines D5.3 as a public report under WP5 and describes it as the 

deliverable covering the IPFS and blockchain software components that realise the monitoring 

process for the RAIDO pipeline. The relevant task is T5.4, which focuses on blockchain and 

smart contracts with IPFS support for regularity and progress monitoring. 

The GA states that the T5.4 infrastructure should enable monitoring, data sharing and 

reporting in order to transparently verify data and model optimisation and development 

processes. It should capture interaction steps between AI model optimisation, data 

augmentation, selection and data analysis activities, while also supporting data privacy, 

certification tracking, data/resource access control, smart-contract-based lifecycle criteria, 

evidence storage rules and unique identifiers for models, generated data and metadata. 

For clarity, the main concepts used throughout this report are defined as follows. 

 

Table 1 Main concepts covered 

Term / GA 

formulation 

Meaning in this deliverable 

Regularity and 

progress monitoring 

The GA formulation is interpreted as the monitoring of whether 

AI/data optimisation processes follow consistent lifecycle steps, 

record sufficient evidence, and progress according to defined 

validation criteria. Where appropriate, the same mechanism can 

support regulatory or certification-oriented evidence collection. 

Blockchain-

supported trust 

infrastructure 

A permissioned distributed ledger used to record lifecycle events, 

validation results, timestamps, actors and content identifiers in a 

tamper-evident way. 

Smart contract Executable lifecycle and validation logic deployed on Hyperledger 

Fabric. It defines how monitored process tokens are created, 

updated, validated and queried. 

IPFS support Off-chain distributed content-addressed storage for detailed 

evidence artefacts. The blockchain stores the resulting content 

identifiers rather than the full artefacts. 

NFT / ERC-721-

inspired token 

A unique digital identity for an AI model, dataset, metadata artefact 

or optimisation run. In RAIDO it is not used for financial trading, but 

for provenance, ownership, versioning and lifecycle traceability. 

Certification-relevant 

transaction 

A lifecycle transition or validation event that may be used as 

evidence that a process has met the applicable thresholds or 

governance rules. 
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On-chain vs off-

chain evidence 

On-chain evidence is the compact immutable record stored in the 

ledger; off-chain evidence is the detailed file or JSON artefact stored 

in IPFS and referenced by CID. 

 

Two clarifications guide the rest of the document. First, the blockchain is not treated as the 

place where all RAIDO data are stored or processed. It is a monitoring and trust layer. Second, 

the NFT concept is used only as an identity, provenance and lifecycle abstraction within a 

permissioned environment; it is not a marketplace or cryptocurrency mechanism. 
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3. Scope, Objectives and Contributions 
 

The scope of D5.3 is the design, implementation and initial validation of the blockchain/IPFS 

component that supports transparent process monitoring in RAIDO. The component records 

selected lifecycle events produced by AI and data optimisation workflows, links them to 

verifiable off-chain artefacts, and exposes the resulting state and history through application 

interfaces. 

The main objectives are: 

• to provide a permissioned and organisation-aware monitoring infrastructure for RAIDO 

optimisation processes; 

• to represent AI-related artefacts and optimisation runs through unique lifecycle-aware 

identifiers; 

• to encode process-state transitions and validation checks through smart contracts; 

• to store detailed artefacts off-chain through IPFS while anchoring their CIDs on-chain; 

• to expose integration-friendly REST endpoints for workflow systems, dashboards and 

auditing services; 

• to validate the implementation through a proof of concept, deployment and 

benchmark/observability exercise. 

The concrete contributions documented in this deliverable are the Hyperledger Fabric-based 

monitoring layer, the ERC-721-inspired smart contract model, the IPFS/Pinata evidence 

linkage, the Express.js REST API integration layer, the multi-organisation deployment 

approach, and the initial Hyperledger Caliper and Grafana-based performance and runtime 

observations. 

The following items are outside the scope of this deliverable: replacing RAIDO orchestration 

engines, replacing the Data Lake or model repositories, storing raw sensitive pilot data on-

chain, defining final pilot-specific regulatory approval rules, or implementing a public/financial 

NFT system. These aspects remain either in the surrounding work packages or in future 

platform/pilot integration activities. 
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4. Context and Interfaces (RAIDO and WP Links) 
D5.3 sits at the intersection of several RAIDO work packages. WP5 is the direct home of the 

work, but the monitoring layer depends on the architecture, requirements, data/model 

components, feedback mechanisms and pilot integration activities developed elsewhere in the 

project. 

 

Table 2 Links with other RAIDO WPs 

RAIDO input / interface Relevance for D5.3 

WP2 - Requirements and 

architecture 

Provides platform requirements, pilot context, KPIs and 

architectural assumptions that constrain where the 

monitoring layer fits in the RAIDO platform. 

WP3 - Data enrichment, 

model/data repositories and 

Data Lakes 

Produces or stores data/model artefacts whose 

lifecycle evidence can be referenced through IPFS 

CIDs and on-chain records. 

WP4 - Trustworthy AI, XAI, 

benchmarking and feedback 

Provides trustworthiness, benchmarking, GDPR, ethics 

and feedback-related context that shapes what 

evidence should be monitored and retrieved. 

WP5 - Orchestration, 

visualisation and E2C resource 

management 

Provides the immediate technical environment for T5.4. 

The monitoring layer records selected events from 

orchestration and optimisation workflows. 

WP6 - Platform integration and 

pilots 

Will provide the operational pilot environments where 

the monitoring component can be connected to end-to-

end RAIDO workflows. 

 

The operational interface model is intentionally simple. A workflow system such as Apache 

Airflow or another RAIDO orchestration component completes a relevant processing step and 

sends a structured payload to the client application. The client application stores detailed 

artefacts in IPFS through Pinata, receives the corresponding CIDs, and invokes the relevant 

smart contract transaction through the Fabric Gateway SDK. External dashboards, auditors 

or platform services can then retrieve the current lifecycle state or full lifecycle history from the 

same API layer. 

This model allows the monitoring component to remain independent from the internal 

implementation details of each RAIDO workflow. Workflows can evolve, but as long as they 

emit the expected monitoring payloads, the blockchain/IPFS layer can continue to provide a 

stable evidence and traceability service. 
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5. Requirements and KPIs 
 

The requirements for the D5.3 component are derived from the GA description of T5.4, the 

D5.3 deliverable description, and the surrounding RAIDO architecture. They combine 

functional requirements, non-functional requirements and project-level KPI considerations. 

 

Table 3 Collection of requirements 

Requirement D5.3 implementation response 

Unique identification of AI artefacts 

and optimisation runs 

Each monitored process is represented by a 

unique ERC-721-inspired token identifier with 

ownership, metadata and lifecycle fields. 

Transparent process monitoring Smart contract functions record baseline and 

final-result events, lifecycle states, timestamps, 

actors, CIDs and validation proofs. 

Off-chain evidence handling Detailed workflow artefacts are stored in IPFS 

through Pinata; the ledger stores only compact 

references and summaries. 

Data privacy and minimisation The permissioned network controls participation 

and avoids placing raw sensitive data or large 

artefacts directly on-chain. 

Organisation-aware governance Hyperledger Fabric identities, MSPs and 

endorsement policies allow certification-relevant 

updates to require supervisory endorsement. 

Lifecycle validation flexibility Thresholds are supplied at transaction time and 

recorded in the validation proof, enabling different 

pilot or regulatory contexts. 

Reusability and integration The REST API and Swagger documentation 

provide reusable integration points for workflows, 

dashboards and future pilot services. 

Scalability and low overhead The design separates workflow execution, off-

chain storage and on-chain monitoring, reducing 

ledger bloat and computational overhead. 

Transaction latency and throughput 

evidence 

Caliper benchmarks provide initial measurements 

for minting, baseline recording, final-result 

recording, queries and burn operations. 
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Observability Prometheus and Grafana dashboards expose 

runtime behaviour of peers, orderers, chaincode 

and host/container resources. 

 

At project level, the most directly related GA result is the decentralised blockchain mechanism 

with IPFS support for efficient AI model optimisation, privacy and transparency. The related 

KPI areas include FAIRness, reproducibility, reusability of results, scalability, transaction 

latency and acceptance of monitoring and privacy-enabled AI solutions. D5.3 contributes to 

these areas by making lifecycle evidence queryable, storing detailed artefacts through 

content-addressed references, and validating the practical performance of selected smart 

contract operations. 

The benchmark results reported later in this deliverable should be interpreted as initial 

operational evidence rather than final platform-wide certification. They show that the selected 

implementation can process representative monitoring operations in a controlled deployment 

and that the blockchain layer remains suitable for checkpoint-level evidence recording. 
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6. Existing Knowledge and Background Technologies 
 

The RAIDO monitoring framework builds on the combination of three background technology 

domains: permissioned blockchain infrastructures, smart contract-based state management, 

and distributed content-addressed storage. Permissioned blockchain platforms are particularly 

suitable in settings where multiple known organisations need to share a trustworthy and 

tamper-resistant process history without relying on a single central authority [1, 2]. Smart 

contracts provide the mechanism through which process logic, state transitions, and validation 

rules can be encoded and executed consistently across the network. 

At the same time, distributed content-addressed storage technologies such as IPFS [3] are 

valuable for handling outputs that are too large, too detailed, or too dynamic to be stored 

directly on-chain. By combining immutable references on-chain with distributed off-chain 

storage, the framework preserves traceability and integrity while avoiding ledger bloat and 

excessive storage duplication. 

This layered approach is particularly appropriate for AI optimisation workflows, where outputs 

may include structured summaries, detailed artefacts, performance results, and process logs 

that are best preserved outside the ledger but still need verifiable linkage to the trust layer. 

 

6.1 Blockchain fundamentals 
Built around a shared record system, blockchain spreads data among many computers which 

work together to keep transaction logs accurate and unchanged. Rather than depend on one 

controlling server, every participant holds an identical copy of the ledger, changing it only when 

most agree through defined checks and procedures. Because each update must match across 

machines, tampering becomes obvious almost immediately - altering past entries means 

rewriting what dozens or more systems already confirm  [4, 5]. 

Most people point to just a few key traits when explaining blockchain: it runs without central 

control, records can’t be altered, updates require group agreement, its history stays visible. 

Running without one boss doesn’t imply zero oversight. It simply ensures no lone server holds 

final authority over the data flow. Once written, past entries resist change - altering them 

demands extraordinary effort. Following past actions step by step defines traceability across 

time. When changes enter the system, agreement among participants - not control by one 

party - decides acceptance. Rules built into the network guide each update instead of 

individual permissions. This path backward through records remains clear because consensus 

shapes every entry. 

When real-world setups come into play, think of blockchain as just one form among several 

under the broader umbrella of distributed ledgers - not some fix-all solution for managing 

information. Its strength shows up mainly where different participants rely on shared tracking 

of specific happenings, especially if proof against later changes matters once entries are 

locked in. 
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6.2 Public, private, consortium and hybrid blockchains 
Blockchain technologies can be categorised in multiple ways, including by openness, 

governance model, permissioning model, consensus mechanism, privacy properties, and 

performance profile. For the purpose of this deliverable, the most important distinction is 

between public, private, consortium and hybrid blockchain models as depicted in Figure 1 [6]. 

 

 

Figure 1: Categories of Blockchain networks 

 

Open access defines a public blockchain, inviting wide involvement. Participation usually 

allows individuals to view information, send operations, or help verify blocks - specifics depend 

on how the system was built. These networks often emphasise clear visibility alongside widely 

spread control. Bitcoin and Ethereum stand out among recognised instances. Openness 

defines them, yet so does resistance to censorship - anyone can verify activity across borders 

without gatekeepers. Where businesses operate, though, gaps appear:  privacy is limited, 

governance lacks tight oversight, while speed, delays and pricing shift unpredictably. 

A single organisation typically runs a private blockchain, deciding exactly who can join. When 

keeping data hidden matters most, this setup works well. Governance stays within defined 

limits, shaped by those in charge. Access gets limited on purpose, fitting scenarios where 

openness risks security. Performance tends to improve under such managed conditions 

compared to open systems. Control shifts noticeably toward central oversight, affecting how 

decisions unfold across the network. Decentralisation weakens as a result, given concentrated 

authority over membership and functions [7]. 
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Figure 2: Public and Private Blockchain 

 

Consortium blockchain, sometimes referred to as a federated system, exists halfway along 

the spectrum. Control does not rest with open participants nor fall under one central entity 

instead authority spreads across predefined groups managing operations together. Such 

setups work well where separate bodies - be they agencies, divisions, oversight units, or 

partners in a network - require shared recordkeeping without full openness. When coordination 

matters among independent players yet oversight remains essential, this structure provides 

middle ground. Distributed trust combines here with hands-on management in real-world 

collaborations across sectors [8]. 
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Figure 3: Consortium Blockchain 

A hybrid blockchain pulls features from both public and private systems. Public visibility might 

apply to certain data, whereas sensitive parts stay limited to approved users. When openness 

matters in some areas but secrecy is key elsewhere, this setup becomes valuable - like 

showing evidence of activity without revealing internal details. Even without publishing a 

complete open ledger, numerous corporate setups resemble hybrids by design. They link 

controlled transaction logs with wider validation methods that support trust  [9]. 
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Figure 4: Hybrid Blockchain 

The RAIDO project adopts a consortium-style permissioned blockchain, reflecting the 

requirement for multi-organisation governance, controlled participation, and lightweight 

operation. 

 

6.3 Smart contract and decentralized applications 
A smart contract is executable logic deployed on a blockchain platform in order to define how 

assets, states, or transactions should be processed [10]. In public blockchain ecosystems, 

smart contracts are often associated with cryptocurrency or DeFi applications [11]. In 

enterprise platforms such as Hyperledger Fabric, they are better understood as distributed 

business logic or shared state-transition logic. They allow all authorized participants to rely on 

the same rules for updating the ledger. 

In the context of RAIDO, the smart contract does not implement speculative financial logic. 

Instead, it encodes the lifecycle model of monitored optimisation processes. It determines how 

a token is created, how it moves from one state to another, how validation outcomes are 

stored, and how the historical record can be retrieved. This is a typical enterprise use of 

blockchain logic: preserving trustworthy process semantics rather than enabling open-market 

exchange. 

Decentralised applications, or dApps, are applications that interact with a decentralised or 

distributed backend rather than relying exclusively on a central server-side state. In many real-

world systems, the application is not fully decentralised in every component. Instead, a layered 

architecture is used in which the interface, storage, and blockchain logic are combined 
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pragmatically [11]. This is also the case in RAIDO: the client application layer, IPFS storage, 

and blockchain network together form a practical distributed application pattern rather than a 

purely monolithic blockchain-only solution. 

6.4 Non-Fungible Tokens and ERC-721 
Tokens known as Non-Fungible Tokens, or NFTs, stand in for individual digital items, each 

carrying a specific mark. Because they differ from standard tokens - where one equals any 

other of its kind - an NFT points to something singular, complete with data that sets it apart. 

Ownership clarity, history tracking, version control, and distinctness matter most here. While 

commonly spotted on open blockchains tied to digital art or collectibles, their role stretches 

beyond these uses. Behind the scenes lies a broader idea: giving anything - a record, event, 

or physical thing - a fixed, one-of-a-kind digital label through technology  [13]. 

One well-known standard for NFTs goes by the name ERC-721. Though built first for platforms 

on Ethereum, it lays out shared rules for making, holding, moving, and checking individual 

tokens. A distinct tokenId marks every ERC-721 unit, while extra details attach via a link called 

tokenURI. Functions like ownerOf, balanceOf, tokenURI, mint, and transfer allow steady 

control and inspection of singular digital items  [14]. 

Among its roles in RAIDO, the ERC-721 framework serves no function in trading or market 

speculation. Rather, it offers a foundational design to identify distinct AI components and 

refinement workflows inside controlled blockchain networks. Consistent with Task 5.4's 

demands, non-fungible tokens act as identifiers - tagging AI systems, their outputs, associated 

information, while separating different designs and improvement results. Because of this, 

borrowing from ERC-721 creates clarity when following development stages, setting 

accountability, managing iterations, and ensuring verifiable records across AI advancement 

paths. 

6.5 Distributed storage and IPFS 
The InterPlanetary File System, or IPFS, is a distributed peer-to-peer storage and retrieval 

protocol based on content addressing. Instead of locating files primarily by their server 

location, IPFS identifies content through a content identifier, or CID, derived from the content 

itself. This makes IPFS particularly useful when integrity verification is important, since 

retrieving content through a CID allows the system to verify that the content matches the 

expected hash-derived identifier. 

 



   

 

 

 

Copyright - This document has been produced under the EC Horizon 
2020 Grant Agreement 101135800. This document and its contents 
remain the property of the beneficiaries of the RAIDO Consortium 
 

 
 
 
 

  15 
 

 

Figure 5: Centralized vs Distributed storage 

 

In architectures such as the one used in RAIDO, IPFS is valuable because it can store richer 

payloads outside the ledger while still providing an immutable reference that can be anchored 

on-chain. This approach is especially helpful when artefacts are too large or too numerous to 

store directly inside the blockchain. By placing full outputs in IPFS and only their references 

on-chain, the architecture preserves evidence integrity without overloading the distributed 

ledger. However, IPFS alone does not guarantee long-term persistence or continuous 

availability unless the content is pinned by one or more nodes. For this reason, the RAIDO 

implementation utilises the Pinata pinning service to keep optimisation artefacts persistently 

pinned and retrievable through the IPFS network, while the blockchain stores the 

corresponding CID as the immutable evidence reference. 
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7. Technology of choice: Hyperledger Fabric 
 

Because Hyperledger Fabric fits well with RAIDO’s structure across multiple groups, it serves 

as the base for the blockchain system. Running on this platform gives control over who joins, 

how roles are defined, and how rules can change through modular design - features that 

matter when different entities collaborate. Instead of open access, membership is managed 

carefully, ensuring each organisation remains distinct yet connected. Execution of automated 

workflows happens inside secure zones where oversight stays possible without overlap 

between parties. Alongside, data storage uses IPFS to distribute files across nodes, reducing 

reliance on central servers. The setup holds up under scrutiny since tracking actions and 

assigning responsibility stay straightforward throughout operations  [12]. 

RAIDO's blockchain component does not stand in for traditional orchestration tools, data 

repositories, or file storage. Rather than holding full datasets, it captures proof of key events 

tied to workflow improvements. Off-chain locations keep bulky results, extensive logs, model 

annotations, and procedural records. Meanwhile, the chain itself holds only concise pointers, 

stage markers, timestamps, participant details, brief verification outcomes, and secure links 

pointing outward. By keeping heavy payloads elsewhere, the system limits what enters the 

ledger - helping maintain a lean operational footprint. 

Choosing IPFS supports storing complete workflow records outside the main chain. Because 

files are addressed by their content, each piece gets a fixed identifier that guarantees 

authenticity. This approach pairs well with blockchain, shifting bulky data elsewhere yet 

keeping proof intact. Instead of clogging the ledger, large items live in distributed storage, 

linked back via trusted hashes. Within the system design, the client handles communication 

with IPFS using Pinata for uploads. Once stored, the unique reference generated goes directly 

into the blockchain as part of audit-ready logs. 

One way to look at it: the blockchain keeps a clear, unchangeable log showing how each step 

of the optimisation moves forward. As workflows progress, every stage leaves a mark - starting 

with token generation, moving through base measurements, then outcome uploads. Validation 

happens when thresholds are met, either confirming success or marking an endpoint as 

incomplete. Each event links securely, making the full journey inspectable from start to finish. 

7.1 Overview of Hyperledger Fabric 
Hyperledger Fabric is an open-source enterprise blockchain framework designed 

for permissioned distributed ledger networks. Unlike public blockchains, which allow 

unrestricted participation and usually rely on anonymous or pseudonymous validators, Fabric 

is designed for environments where participants are known, identities are managed, and 

governance rules are explicitly defined. This makes it particularly suitable for cross-

organisational scenarios such as consortium networks, supply chains, industrial data-sharing 

systems, and regulated digital infrastructures. 

What stands out about Hyperledger Fabric is how it builds in flexibility through design. By 

splitting apart functions usually bundled together - like managing identities, running 

transactions, arranging their sequence, securing approvals, checking validity, and recording 
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results - it allows custom setups. Such separation means adjustments fit particular needs, both 

structural and functional. This is very useful for RAIDO, since the initiative depends on limited 

access, governance shaped by organisational structure, and clear distinctions among 

technical, operational, and oversight responsibilities across the network. 

Unlike most blockchains, Fabric skips a system where all nodes run every transaction prior to 

agreement. Execution happens only on specific peers chosen to endorse. After simulation, 

transactions move to an ordering service for sequencing. Validation occurs later, once order 

is fixed, performed by ledger-holding peers. Efficiency rises since redundant processing drops 

sharply. Computation focuses only on relevant tasks per phase. Rules around approval embed 

directly into endorsement logic. Scalability gains emerge naturally from this split design  [16]. 

Because of how RAIDO operates, its features help build monitoring systems that stay light 

and open to review. Different groups can join one secure network without blurring where their 

identities begin or end. Included within this structure is the RAIDO oversight body, stepping 

into key moments when certifications shift - making sure no single entity signs off on pivotal 

actions alone. 

 

7.2 Hyperledger Fabric Transaction Flow 
Hyperledger Fabric follows an execute–order–validate transaction model. This model is 

central to the RAIDO implementation because it separates smart contract execution from 

transaction ordering and final ledger commitment. The separation of these phases allows 

transaction proposals to be evaluated by the relevant organisations before they are 

permanently recorded on the ledger [16]. 

In the RAIDO implementation, the transaction flow is realised as follows: 

• Transaction proposal: A client application submits a transaction proposal to the 

Fabric network. In RAIDO, this proposal is generated by the REST API client layer 

after receiving workflow-related data from the orchestration environment or another 

authorised system. The proposal may correspond to actions such as token creation, 

baseline recording, or final result submission. 

• Execution and endorsement: The transaction proposal is sent to the required 

endorsing peers. These peers execute the smart contract in simulation mode. During 

this phase, the ledger is not updated. Instead, the smart contract produces a read-

write set that describes the expected ledger changes. The endorsing peers then sign 

the proposal response. 

• Endorsement policy verification: The client application collects the required 

endorsements according to the endorsement policy. In RAIDO, endorsement policies 

can be used to enforce organisation-aware governance. For certification-relevant 

lifecycle transitions, the RAIDO supervisory organisation can be included as a 

mandatory endorsing participant, ensuring that critical updates require supervisory 

validation. 

• Ordering: Once the client has collected the necessary endorsements, the transaction 

is submitted to the ordering service. The ordering service establishes a total order of 

transactions and packages them into blocks. In the current RAIDO implementation, the 
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ordering service uses the Raft consensus mechanism, which is suitable for 

permissioned environments with known participants and provides a lightweight crash-

fault-tolerant ordering model. 

• Validation and commitment: The ordered blocks are distributed to the peers. Each 

peer validates the transactions by checking whether the endorsement policy has been 

satisfied and whether there are conflicts with the current ledger state. Valid 

transactions are committed to the ledger, updating the world state and appending the 

transaction to the immutable blockchain log. 

This transaction model is particularly relevant for RAIDO because lifecycle events are 

recorded only after they pass through a controlled validation process. The blockchain does 

not simply store submitted data; it enforces a governed progression of workflow states. As a 

result, optimisation process events become traceable, auditable, and linked to the identities of 

the organisations involved in their validation. 

 

 

Figure 6: Transaction flow swimlane sequence diagram 

 

7.3 Fabric Components and RAIDO Relevance 
Hyperledger Fabric is organised around a number of core concepts. Organisations represent 

administrative domains within the network. Peers are nodes that maintain the ledger and 

execute smart contract logic. Orderers are responsible for establishing the order of 

transactions before blocks are distributed for commitment. Channels provide logically 

separated communication and ledger spaces for subsets of participants. Certificate Authorities 

issue and manage digital identities. Chaincode is Fabric’s term for smart contract logic. 
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Figure 7: High Level architecture of Fabric 

(image from https://jktech.com/blogs/architecture-of-a-hyperledger-fabric-based-dapp/) 

 

To clarify the role of these components in the RAIDO implementation, Table below 

summarises the main Hyperledger Fabric building blocks and their functionality within the 

blockchain-based monitoring framework. 

 

Table 4 Hyperledger Fabric building blocks 

Component Functionality 

Organisation Represents an administrative domain participating in the 
Fabric network. 

Peer Maintains the ledger and executes smart contract logic. 

Orderer Orders validated transactions and packages them into 
blocks. 

Channel Provides a logically separated ledger and communication 
space. 

Certificate Authority (CA) Issues and manages digital identities for network 
participants. 

Membership Service Provider 
(MSP) 

Defines trusted identities, roles, and access rights for an 
organisation. 

Chaincode / Smart Contract Implements the lifecycle monitoring and validation logic. 

Ledger Stores the immutable transaction history and current world 
state. 

Endorsement Policy Defines which organisations must approve a transaction 
before commitment. 

Raft Ordering Service Provides lightweight crash-fault-tolerant transaction 
ordering. 

 

https://jktech.com/blogs/architecture-of-a-hyperledger-fabric-based-dapp/
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These concepts are directly relevant to RAIDO’s architecture. The presence of multiple 

organisations makes it possible to reflect distinct actors, pilot environments, or supervisory 

domains. In this context, RaidoOrg acts as the supervisory organisation of the network and 

participates in the endorsement of certification-relevant contract invocations. Peer nodes 

provide replicated trust anchors. Orderer nodes maintain transactional consistency by 

establishing a deterministic sequence of endorsed transactions before they are committed to 

the ledger. Certificate-based identities support strong authentication and controlled 

participation. The chaincode layer implements the lifecycle-aware logic that records 

optimisation process progression based on the evidence produced during workflow execution. 

Those components operate together within Fabric’s modular architecture, where 

responsibilities such as identity management, transaction execution, ordering, and validation 

are explicitly separated. This design enables flexible deployment configurations and allows 

RAIDO to enforce organisation-aware governance policies without introducing unnecessary 

computational overhead. 

The ledger in Fabric consists of two complementary parts:  

• The blockchain log: stores the immutable sequence of transactions 

• The world state: stores the latest value of ledger objects for efficient access 

In RAIDO, this enables the system to retrieve the current lifecycle state of a monitored 

optimisation run without scanning the full transaction history, while still preserving the 

complete audit trail of lifecycle changes. 

Another important Fabric property is that smart contracts can be written in widely used 

programming languages such as JavaScript, Go, and Java. This lowers the practical barrier 

for development compared with ecosystems that require specialised languages. In RAIDO, 

the smart contract is implemented in JavaScript, which supports faster development and 

easier alignment with the surrounding application stack. 

 

7.4 Technology Stack 
This section summarises the technology stack used for the implementation of the RAIDO 

blockchain-based monitoring framework. The selected technologies reflect the architectural 

principles described in the previous sections, including permissioned blockchain 

infrastructure, off-chain distributed storage, and client-mediated interaction with the network. 

 

Table 5 Technology stack used for the implementation 

Technology Library/Tools 

Blockchain Hyperledger fabric v2.5.151 

 
1 https://www.lfdecentralizedtrust.org/projects/fabric 
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NodeJS v22.22.0 for chaincode (smart 
contract)2 

Client App Express.js v5.2.13 
Fabric Gateway node SDK v1.10.14 
Pinata client SDK v2.1.05 

Reverse proxy Nginx6 

Cloud DigitalOcean Droplet7 

Virtualization Docker containers8 

 

At the core of the framework lies Hyperledger Fabric v2.5.15, which provides the 

permissioned blockchain infrastructure supporting secure, auditable, and organisation-aware 

process monitoring. The network utilises the Raft consensus mechanism, a Crash Fault 

Tolerant (CFT) ordering service, which is particularly well suited for consortium-based 

environments with known participants. Compared to permissionless consensus approaches, 

Raft offers lower computational overhead, reduced latency, and improved operational 

efficiency, thereby contributing to the lightweight nature of the RAIDO blockchain solution. 

Fabric enables the deployment of smart contracts (chaincode) that encode lifecycle logic and 

validation rules for optimisation workflows. In the current implementation, smart contracts are 

developed using Node.js v22.22.0, leveraging the Fabric Contract API to define lifecycle 

transitions, token management, and validation mechanisms. 

The interaction with the blockchain network is handled through a dedicated client application 

layer implemented using Express.js v5.2.1. This layer acts as the integration point between 

external orchestration systems and the blockchain network, exposing APIs that manage 

transaction submission and data preparation. Communication with the Fabric network is 

performed using the Fabric Gateway Node SDK v1.10.1, which simplifies secure connection 

handling, identity management, and transaction invocation. 

To support off-chain storage of optimisation artefacts, the framework integrates 

with IPFS through the Pinata client SDK v2.1.0. This allows large outputs, metadata, and 

workflow artefacts to be stored externally while maintaining integrity through content identifiers 

(CIDs) that are anchored on-chain. The use of a pinning service ensures persistence and 

availability of stored artefacts, complementing the lightweight design of the blockchain layer. 

From an infrastructure perspective, the system is deployed on DigitalOcean Droplets, 

providing flexible cloud-based compute resources for hosting the blockchain network, client 

services, and supporting components. Containerisation is achieved through Docker, enabling 

consistent deployment, isolation of services, and simplified environment management across 

different nodes of the system. 

 
2 https://hyperledger.github.io/fabric-chaincode-node/ 
3 https://expressjs.com 
4 https://hyperledger.github.io/fabric-gateway/main/api/node/ 
5 https://docs.pinata.cloud/sdk/getting-started 
6 https://nginx.org 
7 https://www.digitalocean.com 
8 https://www.docker.com 



   

 

 

 

Copyright - This document has been produced under the EC Horizon 
2020 Grant Agreement 101135800. This document and its contents 
remain the property of the beneficiaries of the RAIDO Consortium 
 

 
 
 
 

  22 
 

Finally, Nginx is used as a reverse proxy, supporting secure routing, request handling, and 

exposure of application endpoints. This contributes to the overall robustness and scalability of 

the deployed system. 

Overall, the selected technology stack ensures a balance between performance, scalability, 

modularity, and maintainability, while aligning with the project’s objective of delivering a 

lightweight yet trustworthy blockchain-based monitoring infrastructure. 
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8. Proof of concept Implementation 
 

A test version came first, built to check basic blockchain functions under quiet conditions. 

Though the whole RAIDO setup wasn’t mirrored, key pieces needed testing early. Smart 

contracts took center stage here - how they change states mattered most. Evidence logging 

also had to prove it works within Fabric’s structure. Only after these parts held up did broader 

integration make sense. 

A working version took shape through a stripped-down Hyperledger Fabric setup, built with 

just the core elements needed. One peer node, an orderer, certificates, and a single channel 

formed the backbone for deploying and running the smart contract. Because the structure 

stayed lean, attention shifted directly to how the chaincode reacted under execution. Extra 

layers - like cross-org validation rules, several API clients, traffic routing setups, or complete 

deployment automation - were left out by design. 

Beginning with a clear goal, this proof of concept aimed to check if optimisation steps can exist 

as a single digital token tied to a specific lifecycle. Instead of combining elements, it explored 

how such a token moves through expected monitoring phases. During testing, the smart 

contract followed a simple structure: four stages named INITIALIZED, IN_PROGRESS, 

COMPLETED, and FAILED. Rather than assuming success, researchers observed real 

behavior under these conditions. A token started at the onset of a tracked procedure. As initial 

data appeared, updates were applied. Once the outcome arrived, the record closed 

permanently. 

Testing looked at how key RAIDO smart contract features responded under conditions. 

Through minting trials, verification checked whether tokens formed as intended. With 

RecordBaseline, attention focused on baseline data capture, storage of proof links, and status 

shift from INITIALIZED to IN_PROGRESS. Next came RecordFinalResult checks - did 

outcomes measure up to earlier baselines? Did state updates reflect success or failure 

accurately? Each step moved the process forward, one phase at a time. 

Despite early progress, attention turned to verifying the state machine's accuracy along with 

the reliability of historical records. Confirmed by the proof of concept, the system maintained 

a time-ordered log of key activities - such as shifts in status, links to supporting documents, 

timing data, and verification results. Only after this check did work proceed toward broader 

RAIDO adoption across several entities. Expansion plans included dedicated client setups per 

organisation, linking to IPFS via Pinata, and tighter rules for approvals. 

Beginning with a small test, the project confirmed its main monitoring system worked on its 

own. Because it ran separately first, chances of problems during later stages dropped 

noticeably. After checking how contracts behave and move between states, development 

shifted closer to today's setup. Now, clients reach the blockchain using REST APIs. Instead 

of central storage, workflow records go into IPFS via Pinata. Traffic gets managed by Nginx 

acting as a backward-facing gateway. For key certification actions, the RAIDO oversight body 

must take part - this rule comes from endorsement settings built into the chain. 
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This staged development approach ensured that the most critical aspect of the system, namely 

the lifecycle-aware monitoring logic, was validated first. Only after this foundation was 

confirmed were additional layers introduced, including multi-organisation governance, external 

orchestration interfaces, distributed artefact storage, and deployment-level routing 

components. 
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9. Architectural Design and Methodology 
 

Once the basic lifecycle logic had been verified in the proof-of-concept phase, the 

implementation evolved towards a layered architecture that is appropriate for RAIDO's multi-

organisation environment, because the overriding design consideration is to separate 

execution, storage and trust into independent layers, with each layer having a specific role. 

The blockchain layer is only used where its characteristics (immutability, shared validation and 

organisation-aware governance) bring a tangible benefit, while workflow engines like Airflow 

are responsible for orchestrating and executing optimisation pipelines, and thus for producing 

the outputs, metrics and intermediate artefacts that need to be monitored. The blockchain 

layer does not run workflows or replace the orchestration environment; instead, it records a 

subset of lifecycle events and the validation evidence that is generated by those workflows. 

The client application layer provides a bridge between the two worlds, taking the workflow 

outputs, preparing them, uploading the full evidence artefacts to IPFS and sending the 

compact, structured transactions to the blockchain. In this architecture, IPFS is used as the 

distributed storage layer for the detailed artefacts, not as the system of record for state 

transitions, and the blockchain, in turn, stores the minimal but sufficient monitoring information: 

lifecycle states, timestamps, involved organisations, summary metrics, threshold objects and 

links to the off-chain artefacts. 

 

 

Figure 8: RAIDO Fabric Νetwork Architecture 

 

As illustrated in Figure 8, the architecture is organised around four main zones: the workflow 

execution layer, the client application layer, the off-chain storage layer, and the permissioned 

blockchain governance layer. This separation makes it possible to keep large artefacts outside 
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the ledger, while preserving a trusted and auditable record of the lifecycle events and 

validation evidence that are relevant for RAIDO monitoring. 

The end-to-end path of a typical monitored event is as follows: a workflow managed by Airflow 

finishes a key step and emits a structured payload with relevant metrics and artefacts, which 

is then sent to the appropriate client application endpoint. The client uploads the large artefacts 

to IPFS via Pinata and receives the corresponding CIDs, and then calls the relevant smart 

contract function using the Fabric Gateway SDK. The smart contract checks the request, 

updates the lifecycle state of the token, records the metadata and CIDs and appends the new 

event to the lifecycle history.  

The architectural diagram shows four major functional zones:  

1. The workflow execution zone, where the Airflow DAGs and optimisation services live 

and run. 

2. The client application zone, which provides well-defined APIs and acts as a bridge 

between workflow outputs, IPFS and the blockchain. 

3. The off-chain storage zone, represented by IPFS and Pinata, which maintains the 

availability and verifiability of the large artefacts. 

4. The blockchain governance zone, where the Fabric network, organisation-specific 

peers, the RAIDO supervisory organisation and the ordering service make sure the 

shared ledger is maintained.  

Apart from the core components, this setup features a specialised body known as RaidoOrg. 

Functioning at the oversight level, it acts as a common point of confidence among members. 

Its role shapes how joint decisions are made within the system. Authority exercised by 

RaidoOrg influences rules tied to smart contract validation. Endorsement criteria mirror its 

central position in coordination. Governance practices across entities align with its 

established framework. 

Instead of choosing a fully centralised setup - easier to build yet weak in tamper resistance, 

joint oversight, and transparency across groups - the RAIDO model takes a different path. A 

completely opposite approach, stuffing all data into a blockchain, brings bulkiness, poor 

efficiency, and scaling trouble. Through splitting tasks into distinct layers - workflow handling, 

external file storage, and chain-backed tracking - it sidesteps these traps while staying usable 

and reliable. What makes this work is separation: changes in process rules happen freely, 

untouched by the underlying ledger layer. Smart contracts update independently, even as the 

file system stays unchanged. Client tools grow too, adding checks and interfaces, none 

affecting the base recordkeeping structure. Built this way, adjustments continue smoothly, 

long after initial deployment.  
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10. Blockchain Component Implementation 
 

The blockchain component is implemented as a Hyperledger Fabric smart contract in 

JavaScript. The contract implements an ERC-721-inspired NFT token model in order to 

represent optimisation processes as unique, traceable, and lifecycle-aware digital assets. 

Each token corresponds to a monitored optimisation run and stores both its current state and 

its historical state progression. 

 

 

Figure 9: Raido smart contract state management architecture  

 

10.1 ERC-721-like Token Model and Lifecycle Representation 
Because RAIDO tracks distinct entities - like AI models, datasets, metadata, optimisations, 

and validations - a system built on individual recognition becomes necessary. These items 

differ in origin, purpose, managing body, history, and dependencies. One cannot swap a 

training run for a dataset without losing meaning. Treating them as identical units misses 

critical differences. Unique identification matters when accountability is tied to specific 

instances. An approach mirroring ERC-721 makes sense here. Instead of uniform tokens, 

each item receives a separate marker. That marker binds to contextual data, custodianship 

details, creation time, and activity logs. Tracking evolution over time gains structure through 

this method. Equivalent elements are rare; sameness does not apply naturally. Identity stays 

attached throughout transitions. Uniformity fails where distinction defines value. 

Here, the token stands not for a tradeable digital item, but for a tracked RAIDO operation. 

Serving as a lasting identifier on the ledger, it ties directly to one specific process instance. 

Each tokenId marks a distinct monitoring session for optimisation, separate from others. 

Ownership data appears alongside stage markers - showing where the process sits now - and 



   

 

 

 

Copyright - This document has been produced under the EC Horizon 
2020 Grant Agreement 101135800. This document and its contents 
remain the property of the beneficiaries of the RAIDO Consortium 
 

 
 
 
 

  28 
 

logs tracking its journey through phases. Stored also are content identifiers: one capturing 

initial conditions, another holding results, plus verification records. Through these details, 

every move - from launch to base measurement and onward to confirmation - leaves a trace 

on chain. Auditors later can follow this path without gaps. 

Ownership details point to the group or individual overseeing a tracked process or item. 

Though built like ERC-721, this structure fits needs in Task 5.4 around control, data tags, and 

updates. Instead of keeping bulky files on-chain, references such as IPFS CIDs tie the token 

to external proof. Different iterations - model forms, run results, or data states - may each get 

their own token. Where needed, connections between versions emerge via linked metadata 

entries. Tracking how AI systems, outputs, and improvements change over time becomes 

manageable through this setup. 

Starting with something different each time, this setup borrows ideas from ERC-721 but shifts 

focus toward controlled networks run by groups. Instead of public blockchains, it works within 

shared systems where access matters more. Because ownership tracking stays essential, 

features like OwnerOf or BalanceOf remain part of how things operate. Yet alongside these 

basics sit newer actions - RecordBaseline appears early, followed later by GetLifecycleState 

when needed. While TokenURI handles data links, MintWithTokenURI creates entries under 

specific rules. At times, Burn removes items entirely when they are no longer valid. Meanwhile, 

RecordFinalResult captures outcomes after processes finish running their course. Each step 

builds visibility into what happens during a token's life. Unlike typical uses that treat digital 

items as tradeable goods, here purpose bends toward oversight, history logging, and source 

verification. Governance becomes embedded through design choices rather than added 

afterward. So in RAIDO, the concept transforms - not currency, not collectibles, just structured 

records shaped for trust. 

The lifecycle model currently includes the four states: 

• INITIALIZED 

• IN_PROGRESS 

• COMPLETED 

• FAILED 

This state machine maps naturally to the RAIDO optimisation flow. A token is created when a 

process begins, updated when the baseline output is available, and finalised when the result 

is assessed against the expected criteria. 

 

10.2 RAIDO-Specific Smart Contract Functions 
The contract includes standard collection and ownership operations such as initialization, 

metadata retrieval, ownership checks, token supply queries, token minting, and token burning. 

More importantly for RAIDO, it also provides lifecycle-specific functions for monitoring. 

GetLifecycleState returns the current state and recorded history of a token. RecordBaseline 

stores the first substantial workflow output, references its IPFS CID, and transitions the token 

from INITIALIZED to IN_PROGRESS. RecordFinalResult stores the final monitored result, 
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validates it against caller-supplied model and dataset thresholds, and transitions the token to 

either COMPLETED or FAILED. 

A particularly important design decision is that validation is performed through an automated 

baseline-versus-current metric comparison logic integrated into the smart contract. Rather 

than requiring external actors to provide validation thresholds at the time of recording, the 

contract enforces a "no-regression" policy relative to the initial state of the optimisation. 

From an implementation viewpoint, the contract blends familiar NFT-like identification 

concepts with process-monitoring logic. The NFT structure provides a convenient and intuitive 

abstraction: each optimisation run is uniquely represented, queryable, and stateful. However, 

unlike a typical digital collectible or transfer-focused token, the emphasis here is not on 

exchangeability or marketplace interaction. The emphasis is on traceable lifecycle progression 

and verifiable evidence anchoring. 

The supporting methods such as BalanceOf, OwnerOf, Name, Symbol, TokenURI, 

TotalSupply, ClientAccountBalance and ClientAccountID give the contract a structured 

and queryable token model. These functions are useful because they provide standardised 

ways of interacting with the monitored process objects. At the same time, the monitoring-

oriented methods are what give the contract its real RAIDO-specific value. 

RecordBaseline captures the point at which a workflow moves from simple instantiation to 

active monitored execution. It records an IPFS CID, selected output fields, timestamps, actor 

information, and structured metrics extracted from the baseline payload. This ensures that the 

process history does not begin only at the end of the workflow but also reflects the crucial 

intermediate stage at which the optimisation run becomes meaningfully observable. 

RecordFinalResult when called, it extracts the corresponding metrics from the final result 

and compares them against the stored baseline values. The comparison logic utilises a built-

in direction map (identifying metrics like loss, energy, and duration as "lower-is-better"). A 

success is recorded only if every metric has either improved or remained stable compared to 

the baseline. If any regression is detected, the token transitions to the FAILED state; 

otherwise, it moves to COMPLETED.  

The functions GetLifecycleState and GetLifecycleHistory then make the accumulated 

record accessible. These retrieval functions are essential for user-facing monitoring, auditing, 

regulatory review, and future integration with dashboards or evidence services. They allow the 

framework to serve not only as a hidden integrity mechanism, but also as an inspectable 

traceability component. 

 

10.3 Client Application and REST API Integration Layer 
Beyond the Hyperledger Fabric smart contract, the RAIDO system features a specialised 

REST-driven client tool. This tool serves as a bridge linking outside RAIDO parts, the 

IPFS/Pinata data storage, and the Fabric blockchain. From external systems’ standpoint, it 

offers regular HTTP access to trigger actions on chain or in storage. Direct contact with Fabric 
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credentials, setup files, digital wallets, node addresses, ordering nodes, or core Gateway SDK 

functions becomes unnecessary because of it. 

Important here is how it fits into workflow tools like Apache Airflow. Through Airflow DAGs or 

similar services, JSON data gets sent directly to the client app. Once received, the app 

prepares the call - sending files to IPFS when needed, grabbing the generated content ID, 

then triggering the correct smart contract function. Execution of workflows thus separates 

cleanly from blockchain operations. Layered structure under RAIDO principles, outlined earlier 

in Section 9, remains supported through this setup. 

The client application is implemented using Express.js and communicates with the Fabric 

network through the Fabric Gateway Node SDK. It also integrates with Pinata through the 

Pinata SDK for IPFS pinning. The application exposes endpoints for health checking, token 

contract management, token operations, account and balance queries, IPFS data upload, AI 

model lifecycle recording, and lifecycle retrieval. 

 

Table 6 Endpoints list 

Endpoint Method Description 

/health GET Returns a liveness check response and confirms 
that the server is running. 

/initialize POST Initialises the NFT token contract using a 
provided name and symbol. 

/name GET Returns the token contract name. 

/symbol GET Returns the token contract symbol. 

/total_supply GET Returns the total number of minted tokens 
currently in circulation. 

/mint POST Mints a new NFT using a tokenId and tokenURI. 

/burn POST Burns or destroys an existing token using 
a tokenId. 

/token/:token_id GET Returns the URI associated with a given token 
ID. 

/owner/:token_id GET Returns the owner of a given token. 

/balance/:owner GET Returns the number of tokens owned by the 
provided account. 

/client_balance GET Returns the token balance of the currently 
authenticated client identity. 

/client_account_id GET Returns the account ID of the currently 
authenticated client identity. 

/uploadData/:rag_id POST Pins the submitted JSON payload to IPFS 
through Pinata and embeds the rag_id in the 
IPFS metadata. 

/lifecycle/baseline POST Records a baseline lifecycle entry on-chain for a 
given token. 

/lifecycle/final-result POST Records the final result of an AI model 
evaluation, automatically compares final metrics 
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against the on-chain baseline, and transitions the 
token state. 

/lifecycle/:token_id GET Returns the current lifecycle state for the given 
token. 

/lifecycle/:token_id/history GET Returns the full lifecycle history for the given 
token. 

/api-docs GET Serves the Swagger UI with the OpenAPI 
specification generated from the route definitions. 

 

The endpoints can be grouped according to the role they play in the RAIDO monitoring 

workflow. The health endpoint supports operational monitoring of the client application itself. 

The token contract management endpoints expose basic contract metadata and supply 

information, while the token operation endpoints support the creation, lookup, ownership 

verification and burning of lifecycle-aware token records. 

Important for the off-chain evidence setup, the IPFS upload endpoint allows outside systems 

to send JSON files via /uploadData/:rag_id. These files get stored on IPFS through Pinata, 

creating a permanent record. Once processed, the system returns an IPFS hash along with a 

token URI - both act as links tied to blockchain entries. Rather than storing full data on-chain, 

only small, tamper-proof pointers go into the ledger. With this method, rich details live 

externally, yet stay connected securely to their digital proofs. 

Starting off, lifecycle endpoints matter most when tracking RAIDO processes. Right after 

initialization finishes, the system logs an early workflow outcome through /lifecycle/baseline 

endpoint, moving status into IN_PROGRESS. When optimisation wraps up, /lifecycle/final-

result captures that result while checking provided thresholds - then shifts state toward 

COMPLETED or FAILED. From there, outside tools like dashboards or audit systems can pull 

both present conditions and full past states using matching fetch points tied to each token 

under observation. 

Most tools find what they need at /api-docs, where live details appear through Swagger 

formatting. Since everything shows up in one place - endpoints, payloads, return formats - 

teams save time during setup or updates. Clarity grows when users explore interactions 

without leaving the running system. Fewer misunderstandings happen once structure 

becomes visible by default. Documentation stays close to implementation, reducing drift over 

time.  
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11. Deployment 
 

Each organisation runs its own node within the shared infrastructure described previously. 

Instead of open access, the chain limits participation through identity-controlled entry points 

shaped by domain roles. Peers reflect individual agencies or compliance units, alongside a 

distinct body managing audit trails. One unit handles transaction sequencing, ensuring 

consistency across updates. Interaction begins externally - software interfaces translate 

workflow results into verified actions on the ledger. 

Because of how it is deployed, the system separates responsibilities clearly. Outside the 

ledger sit workflow engines along with optimisation tools. For storing off-chain items, IPFS 

acts as the base layer. Trust records are copied across nodes by the blockchain, which also 

runs smart contracts. Progress happens step by step: monitoring slips in without touching the 

core coordination rules. 

Because the setup involves multiple groups, it reflects how the monitoring system should be 

governed. Instead of one central authority managing everything, duties are shared among 

established institutions. Shared upkeep of transaction logs builds more confidence compared 

to control by a single party. Expansion becomes smoother later, allowing new participants, 

verification settings, or trial zones to join the existing framework without disruption. 

For technical enforcement of this governance setup, deployment of the smart contract includes 

an endorsement rule mirroring RAIDO’s oversight function. Right now, every transaction tied 

to certification needs approval - not just from the organisation running the optimisation - but 

from RAIDO too, as shown earlier in Figure 8. Only when both parties agree can changes 

enter the system; actions like updating status, confirming validations, or logging checks aren’t 

allowed alone. Agreement across entities becomes necessary before any record takes effect. 

From a functional standpoint, deployment involves Fabric network elements alongside client 

application services and IPFS storage nodes that hold evidence. What makes the client app 

critical is its role connecting workflow platforms directly to the blockchain layer. Sitting behind 

Nginx, it runs as an Express.js REST service during operation. Instead of using direct 

connections, it relies on the Fabric Gateway Node SDK to send transactions within specific 

organisational boundaries while leveraging the Pinata SDK to store artefacts securely on 

IPFS. Documentation becomes accessible via /api-docs, powered by Swagger, which helps 

developers test integrations and inspect supported actions across both blockchain and IPFS 

layers. 
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Figure 10: Swagger client API 

 

It packages outputs, performs IPFS interactions, and submits transactions using the correct 

endpoint and organisational context. 
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12. Performance Evaluation and Operational Monitoring 
 

To complement the functional validation of the blockchain component, the deployed RAIDO 

monitoring framework was also evaluated from an operational perspective. This evaluation 

focused on two aspects: 

• Benchmark testing of selected blockchain transactions using Hyperledger Caliper9 

• Runtime observation of the deployed services using Grafana dashboards10 

The purpose of this evaluation was not to present a final production-scale performance 

certification, but to provide early evidence that the implemented architecture can process 

lifecycle-monitoring transactions reliably and that its runtime behaviour can be observed 

through standard monitoring tools. 

 

12.1 Benchmarking Methodology 
Hyperledger Caliper was selected for benchmarking due to its ability to test blockchain 

networks under reproducible circumstances and report metrics such as throughput, latency 

and success rate, and in this case, it is used to execute our RAIDO smart contract under 

workloads representative of the envisioned optimisation lifecycle, rather than synthetic or 

random transactions. 

The following table explains the main Hyperledger Caliper concepts used in the RAIDO 

benchmark. It is included to make clear how the benchmark was structured, how the load was 

generated, and how the monitoring pipeline was connected to the test execution. 

 

Table 7 Hyperledger Caliper benchmarking concepts 

Component Functionality 

Benchmark configuration file Defines the structure of the benchmark, 
including the test name, benchmark rounds, 
workers, rate controllers, workload 
modules, and monitoring options. 

Worker A Caliper execution process that runs 
workload modules and submits transactions 
to the blockchain network. Multiple workers 
simulate concurrent client activity. 

Workload module A JavaScript file that defines how a specific 
transaction or query is submitted during a 
benchmark round. 

Benchmark round A single stage of the benchmark that 
executes one workload module under a 
defined load or duration. 

 
9 https://hyperledger-caliper.github.io/caliper/0.7.1/ 
10 https://grafana.com 
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Rate controller Defines how Caliper generates load during 
a benchmark round, for example by 
maintaining a fixed number of in-flight 
transactions or by submitting transactions 
at a fixed rate. 

Transaction load The target number of unfinished or in-flight 
transactions maintained by the fixed-
load rate controller used in our 
benchmarks. 

Transaction number/duration The total number or time which transactions 
are submitted during a benchmark round. 

 

The workload scripts used in the benchmark were designed to exercise the main operations 

of the RAIDO smart contract. The following table summarises each script, the smart contract 

operation it corresponds to, and the purpose of the test. This table links the technical 

benchmark files directly to the RAIDO lifecycle-monitoring logic. 

 

Table 8 List of benchmarking workload scripts 

Workload script Related contract 
function 

Description 

createAsset.js MintWithTokenURI Creates ERC-721-like tokens 
representing monitored optimisation runs. 
This tests the ability of the blockchain 
component to create unique lifecycle-
tracked records in the INITIALIZED state. 

updateAsset.js RecordBaseline Records the baseline result for previously 
minted tokens. This tests the transition 
from INITIALIZED to IN_PROGRESS and 
verifies that baseline evidence can be 
linked to the token. 

recordFinalResult.js RecordFinalResult Records the final optimisation result. The 
contract extracts final metrics and 
performs an automated comparison 
against the baseline stored on-chain to 
mark the token as COMPLETED or 
FAILED. 

queryAllAssets.js TotalSupply / supply 
query 

Queries the total number of minted or 
tracked tokens. This tests whether the 
network can retrieve aggregate 
information about the monitored records 

queryAsset.js GetLifecycleState Queries the current lifecycle state of 
selected tokens. This tests whether 
users, dashboards, or auditing tools can 
retrieve the latest state of a monitored 
optimisation process 
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queryAssetHistory.js GetLifecycleHistory Retrieves the lifecycle history of selected 
tokens. This tests the traceability 
mechanism and the ability to inspect how 
a monitored process evolved over time. 

deleteAsset.js Burn Burns or removes token records. This 
tests the token lifecycle clean-up 
operation and verifies that the contract 
can process token destruction where 
required. 

 

The benchmark sequence is constructed to mirror the RAIDO lifecycle as closely as possible, 

and the benchmark mints tokens to represent individual optimisation runs, records the 

baseline evidence and updates the token lifecycle state to IN_PROGRESS once the first 

useful output is produced, and submits the final results and applies the caller-supplied 

thresholds to mark the token COMPLETED or FAILED once the optimisation is complete. After 

these lifecycle transitions, the benchmark issues a series of queries to retrieve total supply, 

current state, and full history information, and finally issues a test burn operation for tokens 

that should be removed, because this is a necessary step to complete the benchmark. For 

write-oriented operations (minting, baseline recording, final result recording, and burning), the 

benchmark uses a fixed-load rate controller with a transaction load of 100, and with ten 

workers, this gives roughly ten in-flight transactions per worker, thus allowing for efficient 

processing of these operations. For read-only operations (total supply query, lifecycle state 

query, and lifecycle history query), the benchmark uses a lower transaction load of 50, 

corresponding to roughly five in-flight transactions per worker, therefore reducing the resource 

intensity of these operations. 

This is intentional because write transactions in Hyperledger Fabric undergo endorsement, 

ordering, validation and commitment, while read-only queries only fetch existing ledger state 

and thus are less resource intensive, so the benchmark is designed to account for these 

differences. The benchmark also takes advantage of a runId parameter to avoid token 

identifier conflicts between multiple executions, and the same runId value is used during the 

minting, baseline, final result, query, and burn phases of a single benchmark run, so that all 

operations access the same logical collection of monitored tokens. When a new runId is 

provided for a subsequent execution, a new set of tokens is minted, enabling the benchmark 

to be executed repeatedly without conflicting with or overwriting tokens from prior runs, 

because this allows for efficient management of multiple benchmark runs. 

 

12.2 Hyperledger Caliper Benchmark Results 
The benchmark results should be interpreted according to the different types of transactions 

being executed. Write operations are expected to introduce higher latency than read-only 

queries because they require endorsement, ordering, validation, and commitment to the 

ledger. This is especially relevant for operations such 

as RecordBaseline and RecordFinalResult, because these functions not only update the 

token state but also append lifecycle evidence, store IPFS CID references, and record 
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structured monitoring information. In contrast, query operations such as lifecycle state and 

lifecycle history retrieval are expected to be lighter, as they primarily retrieve existing ledger 

state rather than modifying it. The following table summarises the Caliper benchmark results 

for the RAIDO smart contract operations. 

 

Table 9 Benchmark results 

Name Total Txs Send Rate 
(TPS) 

Avg Latency 
(s) 

Throughput 
(TPS) 

Mint tokens 10000 126 0.50 125.9 

Record baseline 10000 103.6 0.57 103.5 

Record final result 10000 78.5 0.69 78.5 

Query total supply 152 4.7 8.08 4.7 

Query lifecycle state 12965 462.2 0.06 462.1 

Query lifecycle history 11657 416.2 0.07 416 

Burn tokens 10000 83.6 0.72 83.6 

 

The table reports four main Caliper metrics for each benchmark round:  

• Total Txs: Indicates the total number of transactions executed during the round.  

• Send Rate (TPS): Shows the rate at which Caliper submitted transactions to the 

blockchain network.  

• Avg Latency (s): Represents the average time, in seconds, required for a transaction 

to complete from submission to response.  

• Throughput (TPS): Shows the rate at which transactions were successfully processed 

by the network.  

Comparing the send rate with the achieved throughput provides an indication of whether the 

network was able to keep up with the submitted workload. In general, when throughput 

remains close to the send rate, the system is processing the workload steadily. Higher latency 

values indicate that transactions require more time to be endorsed, ordered, validated, 

committed, or returned to the client. 

 

12.3 Grafana-Based Runtime Monitoring 
The runtime behaviour of the RAIDO Hyperledger Fabric deployment was monitored using a 

Prometheus11 and Grafana observability stack. Prometheus acts as the metrics collection and 

time-series storage component. It periodically retrieves metrics from configured endpoints 

 
11 https://prometheus.io 



   

 

 

 

Copyright - This document has been produced under the EC Horizon 
2020 Grant Agreement 101135800. This document and its contents 
remain the property of the beneficiaries of the RAIDO Consortium 
 

 
 
 
 

  38 
 

through a process known as scraping. In this approach, monitored services expose metrics 

over HTTP, and Prometheus collects them at regular intervals for storage and later analysis. 

The monitored sources include host-level exporters, container-level exporters, and 

Hyperledger Fabric components exposing peer, orderer, chaincode, endorsement and ledger 

metrics. For benchmark-specific transaction metrics, the environment also includes the 

Prometheus Pushgateway12. The Pushgateway is used when metrics are produced by short-

lived or externally executed processes, such as Hyperledger Caliper benchmark workers, 

which may not expose a continuously available scrape endpoint. These processes push their 

metrics to the Pushgateway, and Prometheus subsequently scrapes the gateway as a regular 

target. Grafana is then used as the visualisation layer, querying Prometheus and presenting 

the collected time-series data through dashboards. This setup enables the benchmark results 

to be correlated with CPU usage, memory usage, smart contract execution, endorsement 

behaviour and ledger commit activity, providing evidence for the lightweight and resource-

aware operation of the Fabric-based blockchain layer. 

The Hyperledger Caliper benchmark was designed to exercise the complete RAIDO 

blockchain lifecycle, following the same logical sequence expected from the RAIDO 

orchestration flow. The benchmark included token creation, baseline recording, final result 

validation, lifecycle state queries, lifecycle history queries and token burning. In total, the main 

lifecycle write operations each executed 10,000 successful transactions, while the query 

rounds executed more than 24,000 additional lifecycle read operations. Across all benchmark 

rounds, no failed transactions were reported. 

The Grafana monitoring results provide additional evidence regarding the resource behaviour 

of the Fabric deployment. CPU usage increases during active benchmark phases and 

decreases after benchmark completion, indicating that resource consumption is workload-

driven as shown in image 11. This is an important distinction from other blockchain systems, 

where energy is continuously consumed by competitive mining [4]. In the RAIDO 

implementation, computation is associated with useful operations such as endorsement, 

ordering, validation, chaincode execution and ledger commit. 

 

 
12 https://prometheus.io/docs/practices/pushing/ 
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Figure 11: Grafana visualisation of CPU usage per container 

 

Memory usage also remains bounded during the benchmark. Although the complete 

deployment consists of 25 containers, individual Fabric services remain within a moderate 

memory range. Peer containers remain in the low hundreds of megabytes, orderer containers 

remain below approximately 70 MB in the observed snapshot. This supports the suitability of 

the architecture for deployment on standard containerised cloud infrastructure. 

 

 

Figure 12: Orderer node Total Memory Usage 
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Figure 13: RAIDO Organization peer memory usage 

 

12.4 Observations and Interpretation 
This subsection presents the main observations derived from the Hyperledger Caliper 

benchmark results and the Grafana runtime monitoring dashboards. The objective is not only 

to report raw performance values, but also to interpret what these values indicate about the 

suitability of the Hyperledger Fabric blockchain component as a lightweight, permissioned and 

energy-aware monitoring layer for RAIDO. The evaluation combines transaction-level 

performance metrics from Caliper with resource and runtime metrics collected through 

Prometheus and visualised in Grafana. 

The benchmark followed the complete RAIDO blockchain lifecycle, covering token creation, 

baseline recording, final result recording with threshold validation, lifecycle state queries, 

lifecycle history queries and token burning. This sequence reflects the intended role of the 

blockchain component in the RAIDO architecture, where the ledger is used to record lifecycle-

aware evidence and validation metadata rather than to perform heavy computation or store 

large artefacts directly. The test therefore evaluates the blockchain layer under a 

representative workload aligned with the expected orchestration flow. 

The Caliper benchmark results show that the Hyperledger Fabric network successfully 

processed all submitted lifecycle operations without transaction failures. The main write-

oriented lifecycle operations each executed 10,000 successful transactions.  

• Minting achieved a throughput of 125.9 TPS with an average latency of 0.50 

seconds,  

• Baseline recording achieved 103.5 TPS with an average latency of 0.57 seconds.  

• The final result recording operation, which includes automated baseline-versus-

current comparison logic, achieved 78.5 TPS with an average latency of 0.69 

seconds. 
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These values indicate that the blockchain component can sustain practical transaction 

throughput for lifecycle monitoring operations. As expected, the operation involving final result 

recording and validation has lower throughput than simple minting or baseline recording, 

because it performs additional checks against caller-supplied thresholds and records 

validation evidence. Nevertheless, the operation remains within a practical range for RAIDO’s 

intended use case, where blockchain transactions are triggered at key workflow checkpoints 

rather than continuously for every low-level computation performed by AI models or 

orchestration components. 

The query-oriented rounds achieved significantly higher throughput. Lifecycle state queries 

reached 462.1 TPS with an average latency of 0.06 seconds, while lifecycle history queries 

reached 416.0 TPS with an average latency of 0.07 seconds. This shows that the ledger can 

efficiently support retrieval of lifecycle information, which is important for auditability, 

monitoring and later verification of optimisation processes. The query total supply operation 

reported lower throughput and higher average latency; however, this operation is less 

representative of the normal RAIDO monitoring path, as it involves a broader aggregate query 

rather than retrieving the state or history of a specific monitored run. 

The burn operation achieved 83.6 TPS with an average latency of 0.72 seconds, again with 

no failed transactions. Although token burning is not expected to be the dominant operation in 

the RAIDO workflow, this result confirms that the token lifecycle can be completed cleanly and 

that the smart contract supports controlled removal or invalidation of tracked assets when 

required. 

During extended benchmark runs, Grafana dashboards reveal how resources behave in a 

Fabric deployment. As benchmarks start, CPU activity on hosts rises sharply. Once workloads 

finish, usage drops again. That shift matters - it ties resource demand directly to task 

execution. Instead of running at high capacity nonstop, especially for race-based consensus 

methods, processing power gets used mainly during key tasks like transaction endorsement, 

block ordering, validation steps, smart contract processing, and updating the ledger. 

Although the system uses Hyperledger Fabric for controlled access, its core strength lies in 

how actions are verified. A lifecycle can only end when a valid proof of improvement exists. 

Since comparisons happen within the chain against an unchangeable starting point, trust 

emerges naturally. Success here means actual gains - measured by both efficiency and speed 

- not just completion. Evidence builds step by step, anchored in prior records. 

Midway through the test, processor demand climbs - tied directly to active task handling across 

peer nodes, ordering components, identity managers, and smart contract instances. Activity 

traces mirror request patterns, revealing computation peaks align with message throughput. 

Notably, work intensity drives cycles, not background functions. Once load testing ends, 

consumption drops sharply, hovering near baseline. This tapering suggests added strain stays 

within limits, scaling only when transactions require it. 

Throughout the extended evaluation, memory consumption stayed within limits. As the 

benchmark ran, overall container memory rose then settled into a steady state, showing no 

signs of runaway expansion. For RAIDO, this matters since its blockchain element must 

function alongside other systems without demanding rare or oversized hardware. Looking at 
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each container separately, memory use indicates that every Fabric service runs efficiently, 

taking up only modest space. Surprisingly small, peer containers measured just a few hundred 

megabytes. Below sixty megabytes sat the orderer containers in that moment's observation. 

The RAIDO certificate authority used even less - under ten megabytes. Such modest sizes 

suggest compatibility with typical cloud setups using containers. Deployment appears well 

aligned with common infrastructure demands.  
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13. Conclusion 
 

D5.3 has documented the implementation of the RAIDO blockchain/IPFS monitoring 

component developed for Task 5.4. The component provides a lightweight, permissioned and 

auditable trust layer for selected AI and data optimisation lifecycle events. Its design follows 

the GA requirement to support transparent monitoring, smart-contract-based lifecycle rules, 

IPFS-backed evidence management and unique identifiers for monitored AI-related artefacts. 

The work progressed from a proof-of-concept validation of the lifecycle state machine to a 

multi-layered architecture combining workflow execution interfaces, a REST client layer, 

IPFS/Pinata storage and a Hyperledger Fabric network. The smart contract uses an ERC-721-

inspired model to represent monitored optimisation runs as unique lifecycle-aware records, 

while RAIDO-specific functions record baseline evidence, final results, threshold-based 

validation outcomes and lifecycle history. 

The operational evaluation indicates that the implemented network can process the 

representative lifecycle operations without transaction failures under the tested conditions. 

Write operations such as minting, baseline recording and final result recording achieved 

practical throughput for checkpoint-style monitoring, while lifecycle state and history queries 

showed very low latency. Grafana observations further indicated workload-driven CPU usage 

and bounded memory consumption, supporting the suitability of Hyperledger Fabric as a 

lightweight permissioned monitoring layer for RAIDO. 

Overall, the deliverable demonstrates that the D5.3 component can support traceability, 

auditability and evidence integrity for RAIDO optimisation processes, while avoiding 

unnecessary on-chain storage of large or sensitive artefacts. 
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14. Future work 
 

In the future, one path involves examining how expressive the smart contract and lifecycle 

framework can be. Right now, validation sticks to a fixed rule: no step forward regresses 

beyond an established reference point. Progress unfolds in a few stages, moving straight from 

initial benchmark to final outcome. Later versions might let users define custom validation 

limits when triggering execution. Instead of a rigid flow, extra checkpoints could appear - useful 

when people must review decisions partway through. Iterative improvements may also 

become possible, where each cycle updates its own baseline, enabling ongoing evaluation 

round after round. 

Another area focuses on how systems connect, data stays protected, and rules are managed. 

Instead of manual steps, specialised Airflow tools might activate lifecycle functions 

automatically, easing setup for those building workflows. Without exposing private numbers 

on the public record, methods like zero-knowledge proofs let users show they meet 

requirements. As fresh groups join or test setups go live, changing approval rules during 

operation may make oversight more adaptable. Integration complexity lessens when 

automation handles coordination behind the scenes. 

One way forward involves tackling how different organizations share data securely. Linked 

references across networks might track asset histories beyond single systems. Over time, 

testing system behavior during updates helps catch unintended changes. Running checks 

automatically as code advances ensures reliability stays consistent.  
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