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Executive summary 

This deliverable, D3.3, presents the design, implementation, and operational 
characteristics of the Data Lake component, developed within Task 3.5 (T3.5) of the 
RAIDO (Reliable Artificial Intelligence and Data Optimization) project. The Data Lake 
constitutes the core information management layer of the RAIDO platform, providing the 
shared infrastructure upon which all other RAIDO platform components rely for storing, 
retrieving, and managing datasets and AI artefacts throughout the full AI lifecycle.  
Without a robust, scalable, secure, and efficient data backbone, the AI training, 
optimization, deployment, and evaluation activities carried out across the four (4) RAIDO 
pilots would not be operationally feasible. This deliverable documents the decisions, 
architecture, and technologies that realize that backbone. 

The RAIDO Data Lake is designed as a unified data repository that consolidates 
heterogeneous data from multiple pilot domains, including smart energy grids (Pilot 1), 
smart farming and fungal food production (Pilot 2), healthcare and pharmacogenomics 
(Pilot 3), and plant fibre characterization and robotics (Pilot 4), into a single, governed, 
and interoperable infrastructure. Each pilot introduces highly diverse data requirements 
ranging from structured energy consumption time-series, tabular clinical variables, and 
genomic reports to high-resolution microscopy images, industrial simulation datasets, 
and trained AI models. Rather than maintaining separate storage systems per domain or 
per data type, the Data Lake provides a single location for all data types and multiple data 
modalities, simplifying access, control, and management across the entire RAIDO 
platform. 

The component delivers some key value propositions for the RAIDO platform. First, from 
a data management perspective, it provides centralized and integrated storage for 
structured, semi-structured, unstructured, and time-series data, supporting both real-
time streaming ingestion and batch data processing. Second, from a performance and 
scalability perspective, its architecture supports high-throughput processing of large 
volumes of concurrent data streams and is horizontally scalable to terabytes (TBs) of 
historical and real-time data without performance loss or compromising speed and 
stability. Third, from a security perspective, Keycloak integration provides robust 
authentication, access token management, and rights management across all services. 
Finally, from a cost-efficiency perspective, the entire stack is built on open-source 
software (OSS), incurring no licensing costs while maintaining flexibility for future 
innovation. 

Technically, the Data Lake adopts a polyglot persistence strategy integrating four (4)  
specialized storage technologies: MySQL for structured relational and tabular datasets; 
MongoDB for images, documents, and semi/unstructured data; InfluxDB (v1 and v2), 
together with Prometheus and Kepler, for hardware (HW) monitoring and energy 
consumption metrics; and MinIO for AI model artefacts and large binary objects. Each 
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database is deployed as a separate microservice within a Kubernetes cluster, with 
integration APIs providing bidirectional communication with the RAIDO Visualization 
Engine (User Interface (UI)), AI Orchestrator, and data operations (DataOps) workflows. 
The backend infrastructure is implemented using FastAPI, exposing secure REST APIs for 
data ingestion, retrieval, and integration with the RAIDO components. Authentication is 
enforced through a centralized Keycloak-based OAuth2 architecture.  

This deliverable is closely related to several submitted technical deliverables: D2.3 
(Design of the General RAIDO Platform and Architecture), D5.1 (Design and 
Implementation of the RAIDO AI Framework and Platform), D5.2 (Hybrid Cloud-Edge for 
Green AI Orchestration and Resource Management), and D6.1 (Report on Pilot Setup, 
Deployment, Execution, and Evaluation with RAIDO KPIs), all of which depend on the 
Data Lake as their underlying data infrastructure.  
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1 Introduction 

1.1 Purpose of the Deliverable 
This deliverable, D3.3 describes the design, implementation, architecture, and 
operational characteristics of the RAIDO Data Lake component developed within Task 
3.5 (T3.5). The Data Lake is the base of the RAIDO platform: it is the infrastructure that 
hosts all data and everything else in RAIDO builds upon it. The deliverable documents 
how the Data Lake establishes the RAIDO information layer and supports scalable 
Artificial Intelligence (AI) workflows through efficient data ingestion, storage, retrieval, 
governance, and model lifecycle management. 

The document further explains the rationale behind the selection of the underlying 
technologies and databases, including MySQL, MongoDB, MinIO, InfluxDB (v1 and v2), 
FastAPI, Prometheus, Kepler, Grafana, and Keycloak. It additionally presents how pilot-
specific datasets and AI artefacts are managed within the infrastructure. It demonstrates 
how the component integrates with the broader RAIDO platform and contributes to 
energy-efficient and sustainable AI development. 

1.2 Scope & objectives 
The scope covers the complete Data Lake infrastructure and its integration within the 
RAIDO ecosystem. The primary objectives are the following: 

• Provide centralized and scalable storage for datasets and AI models across all 
RAIDO pilots. 

• Support heterogeneous data modalities including tabular, time-series, image, 
text, and document data. 

• Enable efficient AI model training and deployment workflows with support for 
model versioning and reuse. 

• Support metadata management and reusable AI pipelines. 
• Monitor hardware (HW) resource usage and energy consumption at infrastructure 

level to support RAIDO’s green AI goals. 
• Facilitate secure data access and governance mechanisms, including GDPR-

compliant on-premises deployments. 
• Integrate seamlessly with the RAIDO Visualization Engine (User Interface (UI)), AI 

Orchestrator, and data operations (DataOps) components.  
• Support both cloud-based and on-premises deployment scenarios. 

1.3 Relation with other tasks and deliverables 
The RAIDO Data Lake is the foundational layer of the entire RAIDO platform. All RAIDO 
components that process, train on, or visualize data depend on the Data Lake for storage 
and retrieval. This deliverable is therefore closely related to the following:  
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• D2.3 - “Design of the General RAIDO Platform and Architecture”: It defines the 
overall RAIDO platform architecture within which the Data Lake operates as the 
storage and information layer. 

• D4.2 – “Trustworthy XAI & benchmarking progress monitoring”: The automated 
exploration and optimization of AI workflows, including the search for suitable 
model configurations, optimization strategies, and training parameters, is 
implemented through the T4.4 feedback-loop optimization mechanisms 
described in D4.2. The Data Lake supports these capabilities by providing 
persistent storage for datasets, models, execution metadata, monitoring 
information, and energy-consumption telemetry required during iterative 
optimization cycles. 

• D5.1 - “Design and Implementation of the RAIDO AI Framework and Platform”: 
The AI framework relies on the Data Lake for dataset access, model storage, and 
experiment metadata management. 

• D5.2 - “Hybrid Cloud-Edge for Green AI Orchestration and Resource 
Management”: The Data Lake’s energy monitoring stack (Kepler, Prometheus, 
InfluxDB v2) directly feeds the energy awareness capabilities described in D5.2.  

• D6.1 - “Report on Pilot Setup, Deployment, Execution, and Evaluation with RAIDO 
KPIs”: The functional validation of the Data Lake component is documented in 
D6.1, where automated functional tests executed via Playwright verified dataset 
ingestion, AI model handling, metadata operations, secure access, and 
integration with backend APIs. 

1.4 Document structure 
The remainder of this document is structured as follows: 

• Section 2 presents an overview of the Data Lake component and its role within 
RAIDO. 

• Section 3 covers the storage technologies, justified by pilot data requirements.  
• Section 4 describes the backend architecture and Kubernetes deployment. 
• Section 5 summarizes conclusions and future work directions.  
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2 RAIDO Data Lake overview 

2.1 Role of the Data Lake within RAIDO 
The Data Lake acts as the central repository and information management layer of the 
RAIDO platform, i.e. the base upon which all other platform components are built. It 
provides a unified infrastructure for storing, organizing, retrieving, and managing 
datasets, AI models, metadata, and related artefacts generated throughout the AI 
lifecycle. Unlike traditional relational storage systems, the Data Lake stores data in its 
native format until processing is required, enabling the platform to support multiple, 
heterogeneous data modalities and evolving AI workflows without requiring strict 
schema definitions at ingestion time. 

As a unified data repository, the Data Lake serves as the single location for all data types 
across the RAIDO platform, eliminating the need for separate storage systems per 
domain and simplifying access, control, and management. The component enables:  

• Centralized and integrated storage for structured, semi-structured, unstructured, 
and time-series data. 

• Real-time streaming ingestion and batch data processing support.  
• AI model management, versioning, and lifecycle tracking. 
• Metadata-driven experimentation and reusable AI pipelines. 
• Interoperability between all RAIDO platform components. 
• Scalable analytics pipelines supporting terabyte (TBs)-scale historical and real-

time data. 
• Secure multi-user access with role-based governance. 
• Hardware and energy monitoring for green AI workflows. 

2.2 Design objectives 
The design of the Data Lake is driven by several core objectives. 

Scalability: The infrastructure must support continuously growing datasets, increasing 
AI workloads, and heterogeneous pilot requirements. The architecture is horizontally 
scalable to terabytes (TBs) of historical and real-time data without performance loss or 
compromising speed and stability. 

Flexibility: The system supports structured, semi-structured, and unstructured data 
originating from energy systems, agriculture, healthcare, and industrial simulations. 
Data is stored in native formats, and tailored schemas are defined per database to 
ensure optimal handling per data source.  
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Interoperability: Integration APIs provide bidirectional communication with the RAIDO 
Visualization Engine, AI Orchestrator, and DataOps workflows, ensuring seamless 
platform-wide data exchange. 

Security and governance: Keycloak integration provides robust authentication, access 
token management, and rights management. Additional access restrictions, such as file 
format constraints (CSV/Excel only for tabular data) and size limits (max 1 GB per file), 
are enforced at the API level. 

Cost efficiency: The entire stack is built on open-source software (OSS), incurring no 
licensing costs while maintaining the flexibility and innovation capacity needed for a 
research platform. 

Sustainability: The platform contributes to reducing computational and energy 
overhead through hardware and energy monitoring with Prometheus and Kepler, efficient 
storage, dataset reuse, and reusable AI artefacts. 

2.3 What has been built 
Within T5.3, the following Data Lake capabilities have been designed, implemented, and 
deployed: 

• Polyglot persistence strategy: Storage in native formats with unified data retrieval 
from multiple sources, i.e. MySQL for categorical and tabular data; MongoDB for 
images and documents; MinIO for AI models and large binary artefacts; and 
InfluxDB for time-series data (energy and HW metrics) from Prometheus and 
Kepler. 

• Tailored schemas per database: Each storage technology has been configured 
with schemas and data organization strategies optimized for its specific data 
modality and access patterns. 

• Microservice architecture: Each database is deployed as a separate service 
within the Kubernetes cluster, ensuring independent scaling, fault isolation, and 
maintainability. 

• Hosted Keycloak database: Keycloak is deployed and hosted within the platform 
cluster, managing all authentication state and user identity data.  

• Enforced security and access restrictions: Access policies are enforced at the API 
level, including constraints such as accepting only Comma Separated Values 
(CSV)/Excel formats for tabular ingestion and enforcing a maximum file size of 1 
GB per tabular upload. 

• Backend integration services, i.e. REST APIs, developed with FastAPI that provide 
bidirectional communication with the RAIDO UI, AI Orchestrator, and DataOps 
tasks, abstracting storage complexity behind a single, unified interface. 
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2.4 Supported data modalities and technology mapping 
The following table summarizes how each data modality maps to the selected storage 
technology: 

Table 1: Supported data modalities and technology mapping 

Data modality Examples Storage technology 

Tabular / relational 
datasets 

CSV files, clinical variables, 
simulation scalars 

MySQL 

HW monitoring metrics CPU, GPU, RAM InfluxDB v1 + Prometheus 

Energy consumption 
data 

Pod/container/node power 
(watts, joules) 

InfluxDB v2 + Kepler 

Images and microscopy 
RGB images, tomography, 

stress-field sequences 
MongoDB 

Documents and reports 
JSON reports, PDF outputs, 

annotations 
MongoDB / MinIO 

AI models and artefacts 
Trained models, checkpoints, 

inference packages 
MinIO 

Visualization and 
dashboards 

Time-series charts, resource 
and energy dashboards 

Grafana 
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3 Storage technologies and databases 
The RAIDO Data Lake adopts a polyglot persistence strategy1,2, where each storage 
technology is selected according to the characteristics of the data it manages, the 
access patterns required by platform workflows, and the operational constraints 
introduced by the different pilots. This approach avoids forcing all datasets into a single 
database model and ensures that structured, semi-structured, unstructured, time-
series, and binary artefact data are handled by the most appropriate storage service and 
technology. 

The overall implemented mapping is as follows: structured relational and tabular 
datasets are stored in MySQL; images, flexible document-oriented pilot artefacts, and 
semi-structured metadata are stored in MongoDB; AI models, JavaScript Object Notation 
(JSON) files, Portable Document Format (PDF) reports, and other large binary objects are 
stored in MinIO; HW monitoring data collected via Prometheus is persisted in InfluxDB 
v1; and workload energy consumption data generated through Kepler is stored in 
InfluxDB v2. Each database is deployed as a separate microservice inside the 
Kubernetes cluster and is accessed through the unified API layer described in the 
following Section 4. 

The figure below shows the internal architecture of the Data Lake, including the data from 
the pilots, the databases that store it, and the associated technology stack. The figure is 
fully described in D2.3 and D6.1. 

 

 

Figure 1: Data Lake internal architecture.  

 
1Glake, D., et al. (2022). Towards Polyglot Data Stores--Overview and Open Research Questions. arXiv preprint 

arXiv:2204.05779. 
2Kiehn, F., et al. (2022). Polyglot data management: state of the art & open challenges. Proceedings of the VLDB Endowment, 

15(12), 3750-3753. 
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3.1 Tabular and relational storage: MySQL 

3.1.1 RAIDO pilot data requirements 

Pilots 1, 3, and 4 produce strongly structured and tabular datasets that naturally map to 
relational storage models and tables.  

• Pilot 1 produces minute-level smart energy grid measurements in structured 
tabular form (Comma-Separated Values (CSV) format), including timestamp 
power consumption records used in forecasting workflows (a representative 
dataset contains almost ~300 minute-level measurements; ~200 are used for 
training and the other for prediction). These records contain clearly defined 
attributes such as timestamps, measurement values, units, and experiment 
configuration metadata. 

• Pilot 3 generates structured clinical variables per patient, including demographic 
data, medication records, scalar genomic variant classifications, and relational 
patient metadata, all of which require controlled management and consistency. 

• Pilot 4 produces structured numerical outputs from simulation workflows, 
including stress, strain, deformation values, and other scalar mechanical 
property values (~15,000 deformation samples) that require consistency, 
relational links, filtering, joins, and indexed queries. 

3.1.2 What is MySQL? 
MySQL is a relational database management system (RDBMS) designed for structured 
data storage, schema enforcement, and efficient execution of relational queries. It 
organizes information into explicitly defined tables composed of rows and columns, 
enabling deterministic representation of structured datasets and well-defined 
relationships between entities. 

MySQL supports the Structured Query Language (SQL), which provides mechanisms for 
filtering, aggregation, indexing, relational joins, and transactional consistency. These 
capabilities make relational databases particularly suitable for workloads where data  
structure remains relatively stable and where efficient querying, integrity constraints, 
and predictable schema management are operationally important. 

Relational database systems such as MySQL are extensively used in enterprise 
platforms, analytical workflows, web applications, metadata management systems, and 
environments requiring reliable handling of structured information. Through indexing 
mechanisms and optimized query execution, MySQL supports efficient retrieval and 
management of large, structured datasets while preserving consistency and governance 
across stored records. 

Further information is available in the official MySQL documentation.  

3.1.3 MySQL for Structured Tabular Data Management 
As RAIDO processes and manages multiple categories of strongly structured data, 
including smart-grid measurements, healthcare scalar metadata, simulation-derived 

https://dev.mysql.com/doc/
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numerical outputs, and structured analytical artefacts. As these datasets require 
deterministic schema management, reliable relationships between entities, and 
efficient querying capabilities, MySQL was selected as the relational storage solution for 
tabular data within the platform.   

By using a relational database model, RAIDO can efficiently support filtering, 
aggregation, metadata association, and reproducible querying across AI workflows. The 
structured schema design also enables consistent handling of pilot datasets while 
preserving data integrity throughout the AI lifecycle. Relational constraints and validation 
mechanisms further ensure that data consistency is maintained across distributed 
services and analytical processes.   

MySQL was additionally chosen because it integrates effectively with the scalable 
backend infrastructure implemented in RAIDO, including containerized deployments 
and cloud-native orchestration environments. Its mature ecosystem, operational 
stability, and broad tooling support make it well suited for production-grade AI platform 
operations.  

An additional advantage is its compatibility with the asynchronous architecture of the 
RAIDO backend, which is implemented using FastAPI. RAIDO services frequently 
execute concurrent API requests, background processing tasks, and parallel workflow 
operations. MySQL provides robust support through asynchronous database drivers and 
connection pooling mechanisms, enabling efficient non-blocking communication 
between FastAPI services and the database layer. This supports higher throughput, 
improved scalability, and responsive handling of concurrent AI workflow executions 
across the platform. 

3.1.4 How MySQL is used in RAIDO 
Within RAIDO, MySQL serves as the primary repository for structured tabular datasets 
and relational metadata. In Pilot 1, it stores smart-grid measurements and structured 
forecasting datasets used in time-series AI workflows. In Pilot 3, It manages structured 
healthcare metadata, medication information, and relational clinical variables that 
require consistent representation and controlled access. In Pilot 4, it supports storage 
of numerical simulation outputs and scalar mechanical properties used in AI analysis 
workflows. Beyond pilot-specific datasets, MySQL also supports metadata persistence 
for backend-managed structured uploads and stores relational indexes linking 
structured records to larger artefacts stored in MongoDB and MinIO (see below), 
enabling governance, retrieval, and controlled interaction with the broader RAIDO 
platform. 
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3.2 Image and document storage: MongoDB 

3.2.1 RAIDO pilot data requirements 

Several RAIDO pilots generate image-based, document-oriented, or semi-structured 
data that cannot be efficiently represented using fixed relational tables.  

• Pilot 2 produces high-resolution (3072x2048 pixels) RGB and multispectral 
microscopy image datasets (~430 images) together with associated metadata 
such as sample identifiers, acquisition parameters, annotations, labels, and 
experimental context. The same pilot also generates synthetic image outputs 
through generative AI models, including Variational Autoencoders (VAE) and 
CycleGAN (Generative Adversarial Network) architectures. 

• Pilot 3 generates heterogeneous healthcare documents, including JavaScript 
Object Notation (JSON) pharmacogenomics reports, PDF clinical documents, 
text annotations, and associated metadata whose structure varies according to 
workflow outputs.  

• Pilot 4 produces image-based simulation outputs from Finite Element Method 
(FEM) workflows, including stress-field image sequences (~37 GB), 
shadowgraphy images, tomography datasets, and other image-based outputs 
with heterogeneous metadata structures. 

These workloads require flexible schema handling, metadata-rich storage, and efficient 
document-oriented retrieval. 

3.2.2 What is MongoDB? 
MongoDB is an open-source document-oriented NoSQL database designed for flexible 
storage and management of semi-structured and unstructured data. Unlike relational 
database systems that enforce strict table schemas, MongoDB stores information as 
BSON (Binary JSON) documents capable of containing nested structures, arrays, 
metadata, and heterogeneous field definitions. 

This document-oriented model enables dynamic schema evolution, making MongoDB 
particularly suitable for environments where stored objects vary structurally or evolve 
continuously during the lifecycle of the application. MongoDB additionally supports 
distributed deployment, horizontal scalability, indexing mechanisms, aggregation 
pipelines, and efficient retrieval of metadata-rich artefacts. 

Because of these characteristics, MongoDB is widely adopted in applications involving 
image repositories, document-oriented workflows, cloud-native services, AI-generated 
artefacts, and large-scale platforms requiring flexible schema management and high-
throughput access patterns. 

Further information is available in the official MongoDB documentation.  

3.2.3 MongoDB for Efficient Image Data Management 
RAIDO manages multiple categories of heterogeneous artefacts generated throughout 
AI workflows, including microscopy datasets, synthetic AI-generated images, JSON 

https://www.mongodb.com/docs/
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analytical outputs, simulation-derived visual artefacts, and workflow-specific 
experimental metadata. As these artefacts frequently differ in structure across pilots, 
experiments, and analytical pipelines, MongoDB was selected to provide flexible and 
scalable document-oriented storage. 

The document-based architecture of MongoDB enables RAIDO to store image-related 
metadata using flexible schema definitions that can evolve dynamically without requiring 
continuous relational schema redesign. This flexibility simplifies ingestion pipelines and 
allows workflow-specific metadata, annotations, analytical outputs, and experimental 
parameters to be stored together efficiently within a unified data model.  

MongoDB additionally provides efficient mechanisms for handling metadata-rich image 
repositories through its native support for large binary object management using GridFS. 
This enables RAIDO to reliably store and retrieve large microscopy images, synthetic 
datasets, and simulation-generated visual artefacts while maintaining associated 
metadata and workflow traceability. 

To support scalable AI operations, MongoDB also enables fast indexing, querying, and 
retrieval of image metadata and analytical artefacts. Its optimized document search 
capabilities improve access to workflow outputs, experimental results, and metadata 
associations across distributed AI services and pilot environments. This allows RAIDO to 
efficiently support concurrent analytical workflows and rapid access to image-based 
datasets throughout the AI lifecycle. 

The operational characteristics of MongoDB make it particularly suitable for the 
requirements of image-intensive and metadata-rich workflows implemented within 
Pilots 2, 3, and 4 of the RAIDO platform.  

3.2.4 How MongoDB is used in RAIDO 
Within RAIDO, MongoDB serves as the repository for image-centric and flexible 
document-oriented artefacts. In Pilot 2, it stores raw microscopy image datasets 
together with capture metadata, annotations, and provenance information, as well as 
synthetic images generated by AI workflows. In Pilot 3, it supports storage of JSON 
pharmacogenomics reports, clinical annotations, and references to larger PDF artefacts 
when these are maintained in MinIO. In pilot 4, it manages image-based FEM simulation 
artefacts and associated metadata. Operationally, MongoDB provides the flexible 
storage layer required for experimental artefacts whose internal representation evolves 
throughout the project lifecycle. 

3.3 AI models, JSON, PDFs, and binary artefacts storage: MinIO 

3.3.1 RAIDO pilot data requirements 
Across all RAIDO pilots, AI workflows generate large binary artefacts that must be stored, 
versioned, and retrieved reliably. These artefacts include trained model weights, PyTorch 
.pt and .pth files, serialized model files, ONNX models, model checkpoints, deployment-
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ready inference packages, large JSON outputs, PDF reports, and binary simulation 
outputs. These files do not fit naturally into relational tables and may exceed the 
practical size limits of document-oriented storage. 

All pilots are going to have AI models that need to be stored. Pilot 3 also generates PDF 
artefacts and large structured JSON outputs. These outputs may be stored more 
efficiently as objects in MinIO, while metadata and references are maintained in 
MongoDB or MySQL. The Data Lake therefore requires an object storage system capable 
of handling files ranging from small model artefacts to multi-gigabyte simulation and 
report outputs. 

3.3.2 What is MinIO? 
MinIO is a high-performance object storage platform designed for scalable management 
of unstructured and binary artefacts within cloud-native and distributed computing 
environments. Unlike relational or document-oriented databases, object storage 
systems manage data as binary objects accompanied by metadata rather than 
attempting to model them through predefined relational structures. 

MinIO is particularly suitable for cloud-native infrastructures, Kubernetes deployments, 
AI platforms, backup repositories, and distributed analytical workflows.  

Object-storage systems are especially important in AI and data-intensive environments 
because trained models, checkpoints, serialized objects, reports, images, and large 
workflow-generated artefacts are operationally better suited to scalable binary 
persistence rather than relational storage. 

Further information is available in the official MinIO documentation. 

3.3.3 MinIO for Scalable Artifacts & Objects Management 
RAIDO generates and manages large volumes of binary artefacts throughout the AI 
lifecycle, including trained AI models, checkpoints, serialized execution outputs, JSON 
analytical artefacts, generated PDF reports, and workflow-generated binaries. As these 
artefacts differ fundamentally from conventional structured datasets in terms of size, 
access patterns, and lifecycle requirements, MinIO was selected as the object storage 
solution within the platform. 

The object-based storage architecture of MinIO enables efficient handling of large AI 
model files and workflow artefacts while supporting scalable and reliable persistence 
across distributed backend services. This allows RAIDO to store, retrieve, version, and 
reuse AI assets efficiently throughout training, validation, deployment, and inference 
workflows. 

MinIO additionally provides a highly scalable object storage architecture aligned with the 
cloud-native operational model of RAIDO. Its distributed deployment capabilities 
support horizontal scaling, high availability, and resilient storage management acro ss 
containerized Kubernetes environments, enabling the platform to efficiently support 
growing AI workloads and increasing volumes of generated artefacts.  

https://docs.min.io/aistor/
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A further advantage is the centralized storage model provided by MinIO, which simplifies 
coordination between distributed AI services, workflow orchestration components, 
analytical pipelines, and backend microservices. By exposing S3-compatible APIs, MinIO 
enables interoperable communication between AI workflows and repository 
management services while reducing integration complexity across the platform. 

MinIO also delivers high-performance data access characteristics that are particularly 
important for AI workloads involving large model checkpoints, concurrent inference 
operations, and high-throughput analytical processing. Its optimized object retrieval 
mechanisms support efficient parallel access to AI artefacts and workflow outputs, 
improving operational responsiveness and scalability across the RAIDO infrastructure.  

3.3.4 How MinIO is used in RAIDO 
Within RAIDO, MinIO serves as the persistent repository for trained AI models (produced 
across the pilots), checkpoints, generated JSON outputs and PDF reports (especially 
those generated by healthcare and pharmacogenomics workflows in Pilot 3 ), 
deployment-ready inference artefacts (used by RAIDO AI services), and other large 
workflow-generated binaries. These artefacts must remain retrievable, reusable, and 
consistently governed. MinIO therefore supports model lifecycle management, 
reproducibility of AI experimentation, and scalable persistence of large execution 
outputs. 

3.4 Hardware monitoring: InfluxDB v1 & Prometheus 

3.4.1 RAIDO pilot data requirements 
During AI training, optimization, deployment, and evaluation workflows, the RAIDO 
platform must continuously monitor the hardware resources and infrastructure behavior 
across a Kubernetes environment. This includes CPU, GPU utilization, memory (RAM) 
consumption, storage activity, filesystem metrics, pod status, and node-level metrics. 
These measurements are generated continuously and are therefore time-series data 
(timestamped observations). Prometheus collects these metrics from exporters such as 
Node Exporter and Kubernetes monitoring components. However, for long-term 
retention, historical querying, and dashboarding, the platform uses InfluxDB v1 as a time-
series storage backend for HW monitoring data. Efficient ingestion, storage, historical 
querying, and dashboard visualization therefore require infrastructure specifically 
optimized for telemetry workloads. 

3.4.2 What is InfluxDB v1? 
InfluxDB v1 is an open-source time-series database developed specifically for storing, 
managing, and analyzing high-frequency timestamped data. It was created by InfluxData 
to handle large volumes of real-time data generated continuously from systems, 
sensors, applications, networks, and devices. 
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Unlike traditional relational databases that focus on structured tabular data, InfluxDB is 
optimized for time-series data, where every record is associated with a timestamp. 
Examples include CPU usage over time, sensor readings, stock prices, server metrics, 
IoT device data, application monitoring logs, and temperature measurements. InfluxDB 
v1 uses a storage engine optimized for high write throughput and efficient time-window 
queries. 

InfluxDB v1 organizes data into measurements, tags, and fields. Measurements are 
similar to metric categories, tags are indexed metadata used for filtering and grouping, 
and fields contain the actual metric values. InfluxQL, a SQL-like query language, 
supports time-based aggregations, grouping, and filtering. Retention policies allow old 
data to expire automatically or be down sampled for long-term storage. 

Further information is available in the official InfluxDB v1 documentation. 

3.4.3 What is Prometheus? 
Prometheus is an open-source systems monitoring and alerting toolkit. It collects 
metrics by scraping Hypertext Transfer Protocol (HTTP) endpoints at configurable 
intervals. In the RAIDO platform, Prometheus collects infrastructure metrics from 
Kubernetes components, Node Exporter, kube-state-metrics, Kepler, and backend 
services. The collected metrics are stored temporarily in Prometheus and forwarded to 
the appropriate long-term storage system. 

Further information is available in the Prometheus documentation. 

3.4.4 InfluxDBv1 for Hardware Time-Series data Management 
RAIDO continuously generates infrastructure telemetry during AI training, optimization, 
orchestration, and inference workflows. These operations produce large volumes of 
timestamped monitoring data originating from Kubernetes nodes, containers, backend 
services, GPU workloads, workflow executions, and distributed AI pipelines. To support 
scalable observability across the platform, RAIDO uses Prometheus and InfluxDB v1 as 
the monitoring and time-series storage architecture. 

Prometheus was selected to collect and aggregate infrastructure telemetry across the 
cloud-native environment implemented within RAIDO. Its monitoring model is 
particularly suited for Kubernetes-based deployments and enables continuous 
acquisition of metrics from distributed services, containers, orchestration components, 
and AI workloads. As Prometheus generates massive volumes of high-frequency time-
series measurements, an optimized persistence layer is required for long-term 
operational analytics. 

InfluxDB v1 complements this architecture by providing storage specifically optimized 
for time-series data. Its database engine is designed for efficient ingestion, compression, 
indexing, and querying of timestamped measurements, making it highly suitable for 
continuous infrastructure monitoring workloads. This enables RAIDO to efficiently 

https://docs.influxdata.com/influxdb/v1/
https://prometheus.io/docs/introduction/overview/
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persist telemetry generated across all pilots while maintaining rapid access to historical 
performance data. 

The combined architecture additionally supports long-term metric retention, enabling 
infrastructure diagnostics, workload analysis, historical performance evaluation, and 
correlation between AI execution behavior and resource utilization over extended 
operational periods. This is particularly important for reproducibility analysis, 
optimization studies, and operational auditing across distributed AI workflows.  

A further technical advantage is the high writing performance provided by InfluxDB v1 for 
continuous metric ingestion. AI workflows and Kubernetes services generate monitoring 
measurements at high frequency and across multiple concurrent services; InfluxDB 
efficiently handles these sustained write-intensive workloads while preserving query 
performance and storage scalability. 

The monitoring stack also integrates efficiently with visualization and dashboarding tools 
used within RAIDO, enabling real-time observability dashboards, infrastructure 
analytics, alerting mechanisms, and operational monitoring interfaces. Together, 
Prometheus and InfluxDB provide the foundation for scalable monitoring, diagnostics, 
and performance observability throughout the RAIDO platform. 

3.4.5 How InfluxDB v1 & Prometheus are used in RAIDO 
Within RAIDO, Prometheus continuously collects infrastructure telemetry from the 
Kubernetes environment, including node metrics, workload behavior, storage activity, 
and system resource utilization. This telemetry is persisted in InfluxDB v1 for historical 
analysis (debugging, anomaly detection, and capacity planning) and backend retrieval. 

These services support operational observability across all pilots, enabling 
infrastructure diagnostics, monitoring dashboards (can feed Grafana dashboards), 
historical performance analysis, and correlation between AI workload behavior and 
computational resource consumption. 

3.5 Energy consumption monitoring: InfluxDB v2 & Kepler 

3.5.1 RAIDO pilot data requirements 
A key ΡΑΙΔΟ objective is to support energy-efficient and sustainable AI. The platform 
must therefore monitor not only hardware utilization but also energy consumption during 
AI workflows. Energy metrics must be collected at node, pod, and container level so that 
different model architectures, hyperparameter configurations, and training strategies 
can be compared in terms of both performance and energy cost. 

Kepler generates continuous energy telemetry from Kubernetes workloads. These 
metrics are scraped by Prometheus and stored in InfluxDB v2 for long-term analysis. This 
stack enables RAIDO to correlate AI model behavior, infrastructure usage, and energy 
consumption across pilots. 
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3.5.2 What is InfluxDB v2? 
InfluxDB v2 is the newer generation of the InfluxDB time-series database platform 
developed by InfluxData. It is designed to store, manage, process, and analyze large 
volumes of time-series data more efficiently and with improved usability compared to 
earlier versions. Like InfluxDB v1, it is optimized for timestamped data such as system 
metrics, IoT sensor readings, application monitoring, DevOps telemetry, network 
analytics, financial data, and industrial automation metrics.  

InfluxDB v2 introduces important architectural improvements, enhanced security,  
integrated dashboards, and a modern query engine. It replaces the database and 
retention policy model used in v1 with Buckets, which are named storage containers with 
configurable retention periods. It also introduces Flux, a functional query and data 
scripting language designed for advanced time-series transformations, joins, 
aggregations, and analytics. 

Further information is available in the official InfluxDB v2 documentation. 

3.5.3 How InfluxDB v2 differs from InfluxDB v1 

• Data organization: InfluxDB v1 uses databases and retention policies, while 
InfluxDB v2 uses Buckets with configurable retention settings. 

• Query language: InfluxDB v1 primarily uses InfluxQL, while InfluxDB v2 introduces 
Flux for more advanced transformations and analytics. 

• Authentication: InfluxDB v2 includes native token-based authentication, 
improving access control for platform services. 

• User interface: InfluxDB v2 provides a built-in web UI for data exploration, 
dashboards, tasks, and administration. 

• Operational usability: InfluxDB v2 is more suitable for modern cloud-native 
telemetry pipelines where integrated security, dashboards, and flexible analytics 
are required. 

3.5.4 What is Kepler? 
Kepler, the Kubernetes-based efficient power level exporter, is an open-source 
monitoring tool designed to measure energy consumption and resource utilization in 
Kubernetes environments. Kepler measures power consumption, CPU usage, memory 
usage, container energy efficiency, and node-level resource utilization. It helps 
organizations analyze the energy efficiency and sustainability of cloud infrastructure.  In 
environments where direct hardware counters are not available, Kepler can estimate 
workload energy consumption. 

Further information is available in the official Kepler documentation. 

3.5.5 InfluxDB v2 for Energy and Sustainability Telemetry from Kepler 
A central objective of the RAIDO platform is the support of green AI experimentation and 
energy-aware optimization workflows. To achieve this objective, RAIDO continuously 

https://docs.influxdata.com/influxdb/v2/
https://sustainable-computing.io/
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monitors the energy footprint associated with AI training, inference, orchestration, and 
optimization activities executed across Kubernetes environments. This requires scalable 
collection, persistence, and analysis of high-frequency energy telemetry generated 
during distributed AI operations. 

Kepler is integrated within the RAIDO infrastructure to estimate workload-level energy 
consumption metrics across Kubernetes nodes, containers, and AI services. As Kepler 
continuously generates large volumes of timestamped monitoring measurements, 
RAIDO uses InfluxDB v2 as the persistence and analytics layer for energy-related 
telemetry. 

InfluxDB v2 was selected because it is specifically designed for time-series data 
management and provides optimized ingestion, indexing, compression, and retrieval 
mechanisms for continuous monitoring workloads. Its storage architecture efficiently 
handles the sustained metric streams generated by Kubernetes infrastructure and 
energy-monitoring services, enabling scalable persistence of telemetry across all RAIDO 
pilots. 

The platform additionally benefits from the high writing performance characteristics of 
InfluxDB v2, which are particularly important for continuous Kubernetes monitoring 
environments where multiple services simultaneously emit infrastructure and energy 
metrics at high frequency. This enables reliable real-time ingestion of energy 
measurements without compromising query responsiveness or operational scalability.  
InfluxDB v2 also provides advanced analytical querying capabilities through the Flux 
query language, enabling complex temporal analysis and correlation of energy 
measurements with AI performance metrics, execution characteristics, resource 
utilization, and infrastructure behavior. This allows RAIDO to perform evidence-based 
evaluation of computational efficiency, sustainability, and optimization effectiveness 
across heterogeneous AI workflows. 

The resulting architecture enables comprehensive observability of energy-aware AI 
operations while supporting long-term sustainability analytics, workload comparison, 
performance diagnostics, and green AI experimentation throughout the RAIDO platform. 

3.5.6 How InfluxDB v2 and Kepler are used in RAIDO 
Within RAIDO, Kepler generates workload-level energy telemetry during AI training, 
optimization, and inference workflows. It measures energy consumption for pilot 1 
forecasting workflows, pilot 2 generative AI training, pilot 3 pharmacogenomics 
workflows, and pilot 4 FEM-related processing pipelines. These measurements are 
collected through the observability stack and persisted in InfluxDB v2 for analysis and 
backend retrieval. In essence, it provides a historical energy dataset for sustainability 
reporting and future optimization. InfluxDB also supports Grafana dashboards showing 
energy consumption in watts and joules by namespace, pod, node, and AI workflow.  This 
architecture enables comparison of AI workflows not only in terms of performance and 
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execution time, but also computational energy cost, directly supporting the project’s 
green AI objectives. 

3.6 Cross-pilot data integration summary 

Pilot Primary data types Primary DBs 
Key volumes / 

Context 

Pilot 1 
Smart energy grids 

Structured CSV 
records, smart-meter 

measurements, 
forecasting time-

series 

MySQL, InfluxDB v1, 
InfluxDB v2, MinIO 

296 minute-level 
records in the 
representative 

dataset; continuous 
monitoring metrics 

during workflows 

Pilot 2 
Smart farming and 

fungal food 
production 

High-resolution 
microscopy images, 

multispectral images, 
synthetic AI-

generated images, 
annotations 

MongoDB, MinIO, 
InfluxDB v2 

427 initial microscopy 
images at 3072x2048 

pixels; growing 
synthetic datasets 

from VAE and 
CycleGAN pipelines 

Pilot 3 
Healthcare and 

pharmacogenomics 

Clinical variables, 
patient metadata, 

JSON 
pharmacogenomics 
reports, PDF clinical 

documents 

MySQL, MongoDB, 
MinIO 

Approximately 200 
patients; sensitive 
data handled under 

GDPR-compliant on-
premises deployment 

Pilot 4 - Plant Fibre 
Characterisation and 

Robotics 

FEM simulation 
images, tomography 

datasets, deformation 
masks, scalar 

mechanical outputs 

MongoDB, MySQL, 
MinIO 

Approximately 15,000 
deformation samples 
and approximately 37 
GB of stress-field data 

Platform Monitoring 
Hardware resource 
metrics and energy 

consumption metrics 

InfluxDB v1, InfluxDB 
v2, Prometheus, 
Kepler, Grafana 

Continuous 
Kubernetes-level 
observability for 

hardware and energy-
aware AI operation 

 

3.7 Data governance and sensitivity 
The RAIDO Data Lake supports different governance requirements across the pilot 
environments. Pilots 1, 2, and 4 mainly use industrial, agricultural, and simulation 
datasets with fewer governance constraints, while Pilot 3 introduces sensitive clinical 
and genomic data. For Pilot 3, the deployment is designed to remain fully on premises 
within the JESSA hospital IT infrastructure, ensuring that sensitive patient data is not 
transferred outside the authorized environment. 
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Access to datasets and AI artefacts is governed through Keycloak-based authentication 
and role-based access control. The backend API enforces dataset visibility, file type 
restrictions, upload size limits, and controlled access to storage services. Sensitive 
information is protected through Kubernetes Secrets, internal ClusterIP services, Virtual 
Private Network (VPN)-restricted access, Transport Layer Security (TLS) encryption, and 
strict separation between public platform interfaces and internal storage services.  

This observability architecture supports routine infrastructure monitoring while directly 
contributing to RAIDO’s green AI objectives through correlation of computational 
resource usage, energy consumption, and AI execution behavior.  

The broader observability stack comprises Prometheus, Grafana, Node Exporter, kube-
state-metrics, and Kepler, deployed through the kube-prometheus-stack within 
Kubernetes. Prometheus continuously scrapes infrastructure and application metrics, 
while Grafana provides a unified visualization layer for operational dashboards and 
energy analytics. 

  

https://grafana.com/
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4 Backend architecture and Kubernetes deployment 

4.1 Backend architectural overview 
The RAIDO Data Lake is implemented not simply as a collection of storage repositories, 
but as an active backend orchestration layer responsible for coordinating interaction 
between heterogeneous databases, AI optimization services, monitoring infrastructure, 
and user-facing platform components. This architectural approach enables the RAIDO 
platform to support complex AI lifecycle workflows while abstracting the underlying 
storage and execution complexity from end users and higher-level platform services. 

The backend is developed using FastAPI, selected due to its high performance, 
asynchronous execution support, modern API-oriented architecture, and suitability for 
cloud-native deployments. Through this backend layer, the platform exposes unified 
REST APIs enabling controlled interaction with the heterogeneous storage infrastructure 
composed of MySQL, MongoDB, MinIO, InfluxDB v1, and InfluxDB v2. 

Rather than allowing direct interaction between frontend services and individual 
databases, the backend introduces a centralized orchestration layer that enforces 
governance, validation, traceability, and interoperability across all workflows. This 
abstraction simplifies communication between the RAIDO Visualization Engine, AI 
Orchestrator, monitoring services, and pilot-specific workflows while preserving 
consistent management of datasets, AI artefacts, execution metadata, and monitoring 
telemetry. 

A central architectural principle is reproducibility and execution traceability. Every 
workflow execution is associated with a user-specific execution context combining 
ownership information (“user_id”) and workflow execution identifiers (“dag_run_id”). 
This mechanism enables deterministic linkage between uploaded datasets, generated 
artefacts, trained AI models, monitoring outputs, and execution history throughout the 
full AI lifecycle. 

The backend therefore functions as the operational control layer of the RAIDO Data Lake, 
transforming the individual storage technologies into a unified platform service capable 
of supporting scalable, secure, and reproducible AI experimentation across 
heterogeneous pilot domains. 

4.2 Kubernetes deployment infrastructure 
The backend infrastructure is deployed as a containerized microservices environment 
orchestrated through Kubernetes. This deployment model was selected in order to 
support scalability, workload isolation, service resilience, deployment portability, and 
efficient orchestration of concurrent AI workflows across the RAIDO ecosystem. 
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The deployment architecture evolved through two implementation phases. During the 
initial development stage, the platform was deployed on NVIDIA Jetson ARM64 
infrastructure in order to validate portability and lightweight deployment capabilities 
within constrained edge-computing environments. This phase enabled experimentation 
with edge-oriented execution scenarios relevant to the project’s green AI objectives.  

Following successful validation, the deployment was migrated to a production-grade x86 
Kubernetes infrastructure hosted within UBITECH-managed cloud resources. This 
migration provided improved computational capacity, operational stability, concurrent 
workload support, and more efficient orchestration of distributed AI workflows.  

The Kubernetes infrastructure integrates several operational services that collectively 
provide secure and resilient platform deployment: 

• NGINX Ingress Controller for unified HTTP service exposure; 
• cert-manager for automated TLS certificate management; 
• Kubernetes Secrets for secure handling of credentials and configuration 

parameters; 
• Persistent Volumes (PVs) for durable stateful storage; 
• ClusterIP internal networking for backend service isolation; 
• namespace separation for logical component isolation; 
• VPN-restricted infrastructure access for administrative operations. 

The adoption of Kubernetes additionally enables integration with the broader 
observability stack, including Prometheus, Grafana, Kepler, and InfluxDB services, 
allowing continuous monitoring of infrastructure utilization and workload-level energy 
consumption during AI execution workflows. 

Overall, the deployment architecture ensures that the RAIDO backend remains scalable, 
portable, resilient, and suitable for heterogeneous deployment environments ranging 
from edge-oriented experimentation to cloud-native production execution. 

4.3 Backend operational domains 
The backend architecture is logically decomposed into several operational domains 
reflecting the distinct lifecycle stages of AI experimentation within the RAIDO platform. 
These domains collectively implement the orchestration functionality required for 
repository management, AI workflow execution, monitoring analytics, and execution 
lifecycle management. 

Rather than exposing isolated storage repositories or standalone AI services, the 
backend provides a unified orchestration layer that coordinates interaction between 
heterogeneous databases, optimization workflows, monitoring infrastructure, and user-
facing platform services. This architectural decomposition enables interoperability, 
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reproducibility, governance, and scalable management of AI workflows across the 
heterogeneous RAIDO pilot domains. 

Storage and repository services 

The storage domain is responsible for orchestrating interaction with the heterogeneous 
repositories comprising the RAIDO Data Lake. This includes management of structured 
datasets, image repositories, AI models, JSON analytical artefacts, PDF reports, 
monitoring datasets, and execution metadata. Through the backend abstraction layer, 
the platform provides unified interaction with MySQL, MongoDB, MinIO, and InfluxDB 
services while avoiding direct coupling between frontend components and individual 
databases. This enables centralized enforcement of validation rules, ownership 
management, metadata governance, privacy policies, and execution traceability across 
all stored artefacts. 

AI workflow integration services 

The AI workflow domain coordinates communication between the RAIDO platform and 
external optimization and AI execution services developed within the project ecosystem.  

This domain supports orchestration of workflows related to: 

• image-model distillation; 
• time-series distillation; 
• generative AI; 
• synthetic time-series generation; 
• fairness analysis; 
• continual learning workflows. 

The backend packages execution metadata, dataset references, model references, 
workflow parameters, and ownership information into structured execution payloads 
exchanged with the external AI services. Generated outputs are subsequently routed to 
the appropriate repositories according to their associated data modality.  This 
orchestration layer enables the Data Lake to actively participate in AI lifecycle operations 
rather than functioning solely as passive storage infrastructure.  

Monitoring and observability services 

The monitoring domain provides observability services supporting infrastructure 
analytics and energy-aware AI experimentation. Infrastructure monitoring is supported 
through Prometheus and InfluxDB v1, enabling continuous observation of system 
resource utilization, Kubernetes workloads, storage activity, and infrastructure 
telemetry. Energy observability is supported through Kepler and InfluxDB v2, enabling 
workload-level energy analysis associated with AI training and optimization workflows.  
Together, these services support operational diagnostics, historical analytics, 
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visualization dashboards, and sustainability-oriented evaluation aligned with the green 
AI objectives of the RAIDO project. 

Task lifecycle and notification services 

The backend additionally supports execution lifecycle management for asynchronous AI 
workflows. This domain is responsible for preserving workflow transparency, execution 
traceability, task-state management, historical execution retrieval, and automated 
notification services for long-running workflows. These mechanisms are particularly 
important for optimization workflows whose execution may continue asynchronously 
after users disconnect from the platform. 

The operational domains described above collectively define the architectural 
responsibilities of the RAIDO backend layer. Their functionality is implemented through 
the REST APIs exposed by the FastAPI orchestration services, which provide controlled 
interaction between storage repositories, AI optimization workflows, monitoring 
infrastructure, and user-facing platform components. The following section presents the 
backend API services implementing these operational domains together with their 
associated orchestration logic, validation policies, and workflow integration 
mechanisms. 

4.4 Backend API services 
The RAIDO backend exposes a comprehensive set of REST APIs responsible for 
orchestrating AI workflows, managing heterogeneous storage repositories, monitoring 
infrastructure and energy telemetry, preserving execution traceability, and enabling 
controlled interaction between the RAIDO platform components. 

Rather than functioning as simple Create, Read, Update, Delete (CRUD) interfaces, 
these APIs collectively implement the operational orchestration layer of the RAIDO 
ecosystem. They provide abstraction over the heterogeneous storage infrastructure, 
enforce governance and validation policies, coordinate communication with external AI 
execution services, and preserve reproducibility through consistent workflow execution 
tracking. 

A central architectural principle of the backend is execution traceability. Every workflow 
execution is associated with a user-specific execution context combining ownership 
identifiers (“user_id”) and workflow execution identifiers (“dag_run_id”). This 
mechanism enables deterministic linkage between datasets, generated artefacts, 
trained models, monitoring telemetry, and workflow execution history across all 
platform services. 

The backend APIs are grouped into five (5) operational categories:  

• Repository and storage APIs 
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• AI Workflow integration APIs 
• Monitoring and analytics APIs 
• Task lifecycle APIs 
• Notification services 

4.4.1 Repository and storage APIs 
The repository APIs provide controlled interaction with the heterogeneous storage 
services comprising the RAIDO Data Lake. These APIs expose unified interfaces for 
managing structured datasets, image repositories, AI models, JSON analytical outputs, 
PDF reports, and workflow-generated artefacts. All repository operations are user-
scoped and execution-scoped through the combined usage of “user_id” and 
“dag_run_id”, ensuring traceability and controlled ownership management. 

Synthetic data APIs: They are responsible for storing and retrieving synthetic datasets 
generated through the GenSyn workflows developed within T3.2.  

POST /minio/synth_data/{user_id}/{dag_run_id} 
This endpoint uploads synthetic data artefacts generated through GenSyn workflows. 
The endpoint stores the generated synthetic outputs in MinIO object storage using 
execution-scoped persistence associated with the requesting user and workflow 
execution instance. The endpoint is designed to support synthetic data generation 
workflows where generated artefacts must remain persistently accessible for 
reproducibility and downstream experimentation. 

GET /minio/synth_data/{user_id} 
Retrieves synthetic datasets associated with a user. The endpoint can either retrieve all 
synthetic data generated by the user across all runs or restrict retrieval to a specific 
execution instance through the provided dag_run_id. 

DELETE /minio/synth_data/{user_id} 
Deletes synthetic data artefacts associated with a user or specific workflow execution.   

Although the synthetic data services are currently not exploited directly by a pilot 
workflow, the APIs remain operationally integrated within the backend infrastructure and 
are included as part of the complete orchestration architecture. 

JSON artefact APIs 

POST /minio/json/{user_id}/{dag_run_id} 
Stores JSON analytical artefacts generated across multiple AI workflows and pilots.This 
endpoint is extensively used by: 

• Image Distillation (T3.3) 
• Fairness Detection (T4.3) 
• GenAI (T3.2) 
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• GenSyn (T3.2) 
• Image Continual Learning (T3.4) 
• Time-series Continual Learning (T3.4) 
• Time-series Distillation (T3.3) 
• TimeGenAI (T3.2) 

The endpoint persists execution-generated JSON artefacts under both the user identifier 
and workflow execution identifier, ensuring deterministic linkage between generated 
metadata and the originating workflow execution. 

GET /minio/json/{user_id} 
Retrieves JSON artefacts associated with a user. The endpoint supports two (2) retrieval 
modes: retrieval of all JSON artefacts generated by the user across all executions;  
retrieval restricted to a specific workflow execution using the associated dag_run_id.  
This enables both repository-wide browsing and execution-specific access patterns. 

AI model repository APIs 

POST /minio/models/{user_id}/{dag_run_id} 
Uploads trained AI models generated through optimization and training workflows.  The 
endpoint supports model persistence across multiple RAIDO workflows, including:  

• Image Distillation 
• Image Continual Learning 
• Time-series Continual Learning 
• Time-series Distillation 

Each uploaded model is associated with: 

• a user identifier; 
• a workflow execution identifier; 
• a privacy label (public or private); 
• a model category (images or tabular); 
• a model name; 
• and an optional model description. 

To preserve infrastructure stability and storage governance, uploaded models must 
satisfy validation constraints: 

• maximum file size of 2 GB; 
• accepted formats restricted to .pkl, .onnx, and .pth. 

The privacy mechanism enables controlled model sharing between users while 
preserving ownership isolation for private artefacts. 
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PUT /minio/models/{user_id}/{dag_run_id} 
Updates model metadata after initial upload. The endpoint allows modification of: 

• privacy classification; 
• model category; 
• model name; 
• model description. 

This enables correction of incorrectly classified models and dynamic governance 
updates after persistence. 

GET /minio/models/{user_id} 
Retrieves model artefacts associated with a user. The endpoint supports two (2) retrieval 
modes: retrieval of all models associated with the user; retrieval restricted to a specific 
workflow execution. Returned metadata includes: 

{ 
  "file_name": "...", 
  "bucket_name": "...", 
  "object_name": "...", 
  "download_url": "...", 
  "download_url_internal": "...", 
  "size": "...", 
  "content_type": "...", 
  "last_modified": "...", 
  "etag": "..." 
} 
The endpoint is used by the RAIDO UI to expose the model repository to platform users.  

DELETE /minio/models/{user_id} 
Deletes model artefacts either globally for a user or selectively for a specific execution 
instance. This enables controlled lifecycle management and cleanup of stored AI 
models. 

PDF report APIs 

POST /minio/upload_pdf/{user_id}/{dag_run_id} 
Uploads PDF analytical reports generated through workflow executions.  The endpoint is 
currently used by the Explainable AI (xAI) workflows of Task T4.3.  Uploaded PDFs are 
execution-scoped and constrained to a maximum size of 50 MB to preserve storage 
resources. 

GET /minio/receive_pdf/{user_id}/{dag_run_id} 
Retrieves generated PDF reports associated with a workflow execution.  The endpoint is 
primarily called by the RAIDO UI to expose xAI-generated reports to platform users. 
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4.4.2 AI workflow integration APIs 
The AI workflow integration APIs enable communication between the RAIDO backend 
and external AI execution services developed by project partners, particularly the 
optimization services hosted by KU Leuven. These endpoints orchestrate workflow 
execution by packaging structured execution payloads containing:  

• dataset references; 
• model references; 
• optimization parameters; 
• execution metadata; 
• ownership context. 

Returned outputs are automatically persisted through the repository services described 
previously. 

Image distillation API 

POST /distill/{user_id}/{dag_run_id} 
This endpoint orchestrates image-model distillation workflows between the RAIDO 
platform and the Knowledge Distillation services developed by KU Leuven.  The API 
receives structured execution payloads containing workflow configuration parameters, 
dataset references, model references, optimization hyperparameters, and execution 
metadata. Example payload structure: 

{ 
  "task_id": "distillation", 
  "model_optimization": { 
    "model_id": "...", 
    "model_url": "...", 
    "optimization_task": "distillation", 
    "steps": [ 
      { 
        "step_name": "distillation", 
        "configurable_parameters": { 
          "model_url": "...", 
          "dataset_url": "...", 
          "training_epochs": "...", 
          "learning_rate": "...", 
          "batch_size": "...", 
          "user_id": "...", 
          "dataset_id": "...", 
          "model_id": "..." 
        } 
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      } 
    ] 
  } 
} 

The endpoint receives back a compressed workflow output package containing:  

• distilled AI models; 
• execution metrics; 
• quality indicators; 
• execution duration; 
• energy-consumption analytics. 

Generated artefacts are automatically persisted in MinIO object storage.  The endpoint is 
additionally integrated with the T4.4 feedback-loop optimization mechanisms, enabling 
repeated automated experimentation for identification of optimal workflow 
configurations. 

Time-series distillation API 

POST /timedistill/{user_id}/{dag_run_id} 
Performs orchestration of time-series distillation workflows using execution logic 
equivalent to the image-distillation services. The endpoint exchanges workflow 
configuration payloads with the KU optimization services and receives optimized 
distilled models together with execution metrics and generated metadata.  

Generative AI API 

POST /genai/{user_id}/{dag_run_id} 
Orchestrates image-generation workflows using external generative AI services.  The 
endpoint exchanges execution payloads containing workflow parameters, dataset 
references, model references, and ownership metadata. Generated outputs include: 

• synthetic images; 
• execution metrics; 
• energy-consumption information; 
• workflow analytics. 

Generated image artefacts are automatically persisted in MongoDB repositories.  The 
endpoint is additionally exploited by the T4.4 feedback-loop optimization workflows. 

Time-series generative AI API 

POST /timegenai/{user_id}/{dag_run_id} 
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Orchestrates synthetic time-series generation workflows. Generated time-series 
artefacts are automatically persisted in MySQL repositories for subsequent AI 
experimentation and analysis. 

Fairness Detection API 

POST /fairness/fairness_detection/{user_id} 
Enables communication with the fairness-analysis services developed within Task T4.3. 
The endpoint receives execution parameters, fairness evaluation criteria, workflow 
metadata, and ownership context required for performing fairness analysis over AI 
workflows and datasets. 

4.4.3 Monitoring and analytics APIs 
The monitoring APIs expose infrastructure and energy telemetry generated during AI 
workflow execution. 

Hardware Monitoring API 

POST /influx/query_hw_metrics/{user_id}/{dag_run_id} 
Queries infrastructure telemetry stored in InfluxDB v1. The endpoint retrieves workflow-
specific hardware metrics including: CPU utilization; RAM consumption; disk activity; 
infrastructure telemetry. Returned data is exported as CSV datasets containing 
measurements aggregated at 10-second intervals. These outputs are exploited by the 
RAIDO UI for visualization dashboards and monitoring analytics.  

Energy Monitoring API 

POST /influx/query_energy_metrics/{user_id}/{dag_run_id} 
Queries energy telemetry stored in InfluxDB v2. The endpoint retrieves workload energy-
consumption metrics generated through Kepler observability services. Returned outputs 
include 10-second interval measurements expressed in Joules and are used by the 
visualization dashboards supporting RAIDO’s green AI objectives.  

4.4.4 Dataset and task management APIs 
The backend additionally exposes APIs supporting dataset lifecycle management and 
execution traceability. 

Dataset Upload APIs 

POST /datasets/tabular/{user_id}/{dag_run_id} 
Uploads structured datasets used across multiple workflows including:  

• Fairness Detection (T4.3) 
• TimeGenAI (T3.2) 

Supported formats are restricted to: .csv, .xlsx 
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Uploaded datasets: may be public or private; are execution-scoped; support metadata 
descriptions; are restricted to 1 GB maximum size. 

Image Dataset APIs 

POST /mongodb/images_ku/{user_id}/{dag_run_id} 
Uploads image datasets generated by workflows such as GenAI.  Images must be 
uploaded as ZIP archives with: 

• maximum size of 2 GB; 
• category-separated subfolder structure. 

The endpoint supports metadata persistence, privacy labels, and execution traceability.  

Task Lifecycle APIs 

POST /datasets/tasks/{user_id}/{dag_run_id} 
Registers workflow executions to preserve execution transparency and historical 
traceability. Stored task metadata includes: 

• task identifiers; 
• task names; 
• execution states; 
• ownership metadata. 

Supported states include: 

• Running 
• Succeeded 
• Failed 

PUT /datasets/change_task_status/{user_id}/{dag_run_id} 
Updates workflow execution states after workflow completion. 

GET /datasets/task/{user_id} 
Retrieves historical workflow executions associated with a user.  The endpoint is heavily 
used for asynchronous workflow tracking and monitoring. 

4.4.5 Notification services 
Notification API 

POST /notification/send_email 
Dispatches completion notifications to users after workflow execution.  This service is 
particularly important for long-running AI workflows where users may disconnect from 
the platform while execution continues asynchronously. The endpoint enables users to 
be informed automatically when generated outputs become available for review. 
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4.5 Backend API Inventory 
The previously described backend APIs collectively implement the operational 
orchestration layer of the RAIDO platform, enabling controlled interaction between 
heterogeneous storage repositories, AI optimization workflows, monitoring services, and 
user-facing platform components. 

For completeness and easier reference, the following tables summarize the backend 
REST APIs grouped according to their operational domain and associated functionality.  

Table 2: Object storage APIs (MinIO) 

API endpoint Purpose 
POST /minio/synth_data/{user_id}/{dag_run_id} Store synthetic data artefacts 
GET /minio/synth_data/{user_id} Retrieve synthetic artefacts 
DELETE /minio/synth_data/{user_id} Delete synthetic artefacts 
POST /minio/json/{user_id}/{dag_run_id} Store JSON workflow artefacts 
GET /minio/json/{user_id} Retrieve JSON artefacts 
POST /minio/models/{user_id}/{dag_run_id} Upload trained AI models 
PUT /minio/models/{user_id}/{dag_run_id} Update model metadata 
GET /minio/models/{user_id} Retrieve stored models 
DELETE /minio/models/{user_id} Delete stored models 
POST /minio/upload_pdf/{user_id}/{dag_run_id} Store PDF reports 
GET /minio/receive_pdf/{user_id}/{dag_run_id} Retrieve PDF reports 

 

Table 3: Dataset APIs (MySQL-backed) 

API Endpoint Purpose 
POST /datasets/tasks/{user_id}/{dag_run_id} Register workflow task metadata 
POST /datasets/tabular/{user_id}/{dag_run_id} Upload structured datasets 
PUT /datasets/tabular/{user_id}/{dag_run_id} Update dataset metadata 
POST /datasets/tabular_inference/{user_id}/{dag_run_id} Upload inference datasets 
GET /datasets/tabular/{user_id} Retrieve structured datasets 
DELETE /datasets/tabular/{user_id} Delete datasets 
GET /datasets/tabular/download/{user_id}/{dag_run_id} Download stored datasets 

 

Table 4: Image and document repository APIs (MongoDB) 

API Endpoint Purpose 
POST /mongodb/images_ku/{user_id}/{dag_run_id} Upload image datasets 
GET /mongodb/images/{user_id} Retrieve image metadata 
PUT /mongodb/images/{user_id}/{dag_run_id} Update image metadata 
DELETE /mongodb/images/{user_id} Delete stored image datasets 
GET /mongodb/download/{user_id}/{dag_run_id} Download stored datasets 
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Table 5: AI workf low execution APIs 

API Endpoint Purpose 
POST /distill/{user_id}/{dag_run_id} Knowledge distillation workflows 

POST /timedistill/{user_id}/{dag_run_id} Time-series distillation 
POST /genai/{user_id}/{dag_run_id} Generative AI execution 

POST /timegenai/{user_id}/{dag_run_id} Synthetic time-series generation 
POST /fairness/fairness_detection/{user_id} Fairness analysis workflows 

 

Table 6: Monitoring APIs 

API Endpoint Purpose 
POST /influx/query_hw_metrics/{user_id}/{dag_run_id} Infrastructure metrics retrieval 
POST /influx/query_energy_metrics/{user_id}/{dag_run_id} Energy metrics retrieval 
POST /datasets/metrics/{user_id}/{dag_run_id}/{pod_name} Store processed metrics 
GET /datasets/metrics/download/{user_id}/{dag_run_id} Download monitoring datasets 

 

Table 7: Task lifecycle and notif ication APIs 

API Endpoint Purpose 
PUT /datasets/change_task_status/{user_id}/{dag_run_id} Update task execution state 
GET /datasets/task/{user_id} Retrieve workflow history 
POST /notification/send_email Send completion notifications 
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Figure 2: RAIDO Data Lake backend architecture and service integration layer  

(*AI-generated image)  
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4.6 Observability stack integration 
The broader observability infrastructure supporting the backend comprises:  

• Prometheus 
• Grafana 
• Node Exporter 
• kube-state-metrics 
• Kepler 
• InfluxDB v1 
• InfluxDB v2 

These services are deployed within Kubernetes through the kube-prometheus-stack, 
providing continuous collection, storage, and visualization of operational telemetry.  
Prometheus continuously scrapes infrastructure and application metrics, while Grafana 
provides the visualization layer used for operational monitoring and energy analytics. 
Kepler extends this observability model by providing workload-level energy consumption 
measurements. Together, these services support routine infrastructure diagnostics 
while directly contributing to RAIDO’s green AI objectives through correlation of 
computational resource utilization, execution behavior, and energy consumption. 

4.7 Authentication and access control architecture 
The RAIDO platform implements a centralized and secure access control layer based on 
OAuth2 with an OpenID Connect (OIDC) flow. This architecture decouples 
authentication from application logic, standardizes security across all microservices, 
and provides a scalable and extensible foundation for identity and access management 
across the entire platform. 

4.7.1 Keycloak as identity provider 
Keycloak is an open-source Identity and Access Management (IAM) platform that serves 
as the central identity provider for the RAIDO platform. Keycloak is hosted and deployed 
within the platform’s Kubernetes cluster, managing user identities, realms, login flows, 
and role assignments. It provides: user authentication with support for multiple 
credential types; Single Sign-On (SSO) across all RAIDO platform services; Role-Based 
Access Control (RBAC) with fine-grained permission management; OAuth2 and OpenID 
Connect (OIDC) protocol support; JWT (JSON Web Token) issuance and validation; and 
session management and token refresh flows. Keycloak is integrated with FastAPI via the 
OAuth2AuthorizationCodeBearer scheme. The FastAPI backend validates incoming 
requests by verifying the JWT signature against the Keycloak JWKS endpoint, ensuring 
that only tokens issued by the RAIDO Keycloak realm are accepted. 
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4.7.2 Authentication Flow 
In the RAIDO authentication architecture, Keycloak acts as the identity provider and 
oauth2-proxy serves as the authentication gateway in front of all services. The 
authentication flow operates as follows: 

• A user attempts to access a RAIDO service (FastAPI, Airflow, UI components) 
through the NGINX Ingress Controller. 

• NGINX enforces authentication by delegating access control to oauth2-proxy via 
auth-url and auth-signin ingress annotations. 

• oauth2-proxy integrates with Keycloak using OIDC to handle authentication 
redirects, token validation, and session management. Sessions are maintained 
via secure cookies configured with domain-wide scope (.raido.project) and strict 
security settings. 

• Upon successful authentication, Keycloak issues a JWT access token. oauth2 -
proxy propagates the authenticated user context to downstream services via 
HTTP headers (X-Auth-Request-User, X-Auth-Request-Email), enabling fine-
grained authorization without exposing tokens directly. 

• TLS termination is handled via cert-manager with a unified certificate covering all 
subdomains, ensuring encrypted communication across the platform. 

This architecture ensures that only authorized users and services can access datasets, 
APIs, and AI resources within the Data Lake, and that all access is traceable and 
auditable.  
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5 Conclusions 
The RAIDO Data Lake establishes a scalable, secure, and flexible information 
management infrastructure that serves as the operational backbone of the RAIDO 
platform. By integrating specialized storage technologies under a single, unified backend 
orchestration layer, the platform supports diverse data modalities, AI training, 
optimization, deployment, and evaluation activities, monitoring needs, and governance 
constraints across the four (4) RAIDO pilot domains. The adopted polyglot persistence 
strategy ensures that each workload is managed through the storage technology most 
appropriate to its operational characteristics. Structured relational and tabular pilot 
datasets are handled through MySQL; images, documents, and simulation artefacts 
through MongoDB; AI models and large binary outputs through MinIO; and infrastructure 
(hardware) telemetry through InfluxDB v1 and Prometheus, and energy consumption 
metrics through InfluxDB v2 and Kepler. Grafana provides the unified observability layer 
across all monitoring data. The entire stack is built on open-source software, delivering 
a cost-efficient foundation with no licensing overhead. 

The backend architecture transforms these individual technologies into a coherent 
platform service through unified FastAPI-based APIs, enabling controlled storage 
access, AI workflow orchestration, observability analytics, execution traceability, and 
backend interoperability with the broader RAIDO ecosystem. Authentication and access 
governance are enforced through Keycloak-based OAuth2/OpenID Connect integration, 
supporting secure multi-user operation and governance-sensitive deployment 
scenarios. The Kubernetes deployment model provides scalability, resilience, and 
deployment portability, having been validated across both ARM64 edge infrastructure  
(NVIDIA Jetson) and production-grade x86 cloud environments. 

Future work will focus on: 

• Enhanced metadata cataloging and automated dataset versioning. 
• Tighter Machine Learning operations (MLOps) integration for AI model lifecycle 

management. 

• Broader support for federated and distributed data management for cross-site 
pilot deployments. 
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